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I/O certainly has been lagging in the last decade.

 

Seymour Cray

 

Public Lecture 

 

(1976)

 

Also, I/O needs a lot of work.

 

David Kuck 

 

Keynote Address, 15th Annual Symposium 
on Computer Architecture 

 

(1988)

 

Combining bandwidth and storage ... enables swift and reliable 
access to the ever expanding troves of content on the proliferating 
disks and ... repositories of the Internet. ... the capacity of storage 
arrays of all kinds is rocketing ahead of the advance of computer 
performance.

 

George Gilder 

 

“The End Is Drawing Nigh” Forbes ASAP 
(April 4, 2000)
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Input/output has been the orphan of computer architecture. Historically neglected
by CPU enthusiasts, the prejudice against I/O is institutionalized in the most
widely used performance measure, CPU time (page 32). The performance of a
computer’s I/O system cannot be measured by CPU time, which by definition ig-
nores I/O. The second-class citizenship of I/O is even apparent in the label 

 

pe-
ripheral

 

 applied to I/O devices.
This attitude is contradicted by common sense. A computer without I/O devic-

es is like a car without wheels—you can’t get very far without them. And while
CPU time is interesting, response time—the time between when the user types a
command and when results appear—is surely a better measure of performance.
The customer who pays for a computer cares about response time, even if the CPU
designer doesn’t.

 

7.1

 

Introduction
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Does I/O Performance Matter?

 

Some suggest that the prejudice against I/O is well founded. I/O speed doesn’t
matter, they argue, since there is always another process to run while one process
waits for a peripheral.

There are several points to make in reply. First, this is an argument that perfor-
mance is measured as 

 

throughput

 

—number of tasks completed per hour—versus
response time. Plainly, if users didn’t care about response time, interactive soft-
ware never would have been invented, and there would be no workstations or per-
sonal computers today; section 7.7 gives experimental evidence of the
importance of response time. It may also be expensive to rely on running other
processes, since paging traffic from process switching might actually increase I/
O. Furthermore, with mobile devices and desktop computing, there is only one
person per computer and thus fewer processes than in timesharing. Many times
the only waiting process is the human being! Moreover, applications such as
transaction processing (section 7.7) place strict limits on response time as part of
the performance analysis.

I/O’s revenge is at hand. Suppose response time is just 10% longer than CPU
time. First we speed up the CPU by a factor of 10, while neglecting I/O. Am-
dahl’s Law tells us the speedup is only 5 times, half of what we would have
achieved if both were sped up tenfold. Similarly, making the CPU 100 times fast-
er without improving the I/O would obtain a speedup of only 10 times, squander-
ing 90% of the potential. If, as predicted in Chapter 1, performance of CPUs
improves at 55% per year and I/O did not improve, every task would become I/O-
bound. There would be no reason to buy faster CPUs—and no jobs for CPU
designers. Thus, I/O performance increasingly limits system performance and ef-
fectiveness.

 

Does CPU Performance Matter?

 

Moore’s Law leads to both large, fast CPUs but also to very small, cheap CPUs.
Especially for systems using the latter CPU, it is increasingly unlikely that the
most important goal is keeping the CPU busy versus keeping I/O devices busy, as
the bulk of the costs may not be with the CPU.

This change in importance is also reflected by the names of our times. Where-
as the 1960s to 1980s were called the Computing Revolution, the period since
1990 is been called the Information Age, with concerns focussed on advances in
information technology versus raw computational power.

This shift in focus from computation to communication and storage of infor-
mation emphasizes reliability and scalability as well as cost-performance. To re-
flect the increasing importance of I/O, the third edition of this book has twice as
many I/O chapters as the first edition and half as many on instruction set architec-
ture. This chapter covers storage I/O and the next covers communication I/O. Al-
though two chapters cannot fully vindicate I/O, they may at least atone for some of
the sins of the past and restore some balance.
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Does Performance Matter?

 

After 15 years of doubling processor performance every 18 months, processor
performance is not the problem it once was. Many would find highly dependable
systems much more attractive than faster versions of today’s systems with today’s
level of unreliability. Although it is frustrating when a program crashes, people
become hysterical if they lose their data. Hence, storage systems are typically
held to a higher standard of dependability than the rest of the computer. Because
of traditional demands placed on storage–and because a new century needs new
challenges–this chapter defines reliability, availability, and dependability and
shows how to improve them. 

Dependability is the bedrock of storage, yet it also has its own rich perfor-
mance theory–queueing theory–that balances throughput versus response time.
The software that determines which processor features get used is the compiler,
but the operating system usurps that role for storage.

Thus, storage has a different, multifaceted culture from processors, yet it is
still found within the architecture tent. We start our exploration of storage with
the hardware building blocks.

Rather than discuss the characteristics of all storage devices, we will concentrate
on those most commonly found: magnetic disks, magnetic tapes, automated tape
libraries, CDs, and DVDs. As these I/O devices are generally too large for em-
bedded applications, we conclude with a description of Flash memory, a storage
device commonly used in portable devices. (Experienced readers should skip the
following subsections with which they are already familiar.)

 

Magnetic Disks

 

I think Silicon Valley was misnamed. If you look back at the dollars shipped in 
products in the last decade, there has been more revenue from magnetic disks than 
from silicon. They ought to rename the place Iron Oxide Valley.

 

Al Hoagland, One of the Pioneers of Magnetic Disks (1982)

 

Despite repeated attacks by new technologies, magnetic disks have dominated
nonvolatile storage since 1965. Magnetic disks play two roles in computer sys-
tems:

 

n

 

Long-term, nonvolatile storage for files, even when no programs are running

 

n

 

A level of the memory hierarchy below main memory used as a backing store
for virtual memory during program execution (see section 5.10)

 

7.2

 

Types of Storage Devices
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In this section, we are not talking about floppy disks, but the original “hard”
disks.

As descriptions of magnetic disks can be found in countless books, we will
only list the essential characteristics, with the terms illustrated in Figure 7.1.
(Readers who recall these terms might want to skip to the section entitled "The
Future of Magnetic Disks" on page 492; those interested in more detail should
see Hospodor and Hoagland [1993]) A magnetic disk consists of a collection of

 

platters

 

 (generally 1 to 12), rotating on a spindle at 3,600 to 15,000 revolutions
per minute (RPM). These platters are metal or glass disks covered with magnetic
recording material on both sides, so 10 platters have 20 recording surfaces. Disk
diameters in 2001 vary by almost a factor of four, from 1.0 to 3.5 inches, al-
though more than 95% of sales are either 2.5- or 3.5- inch diameter disks. Tradi-
tionally, the biggest disks have the highest performance and the smallest disks
have the lowest price per disk drive. Price per gigabyte often goes to the disks
sold in highest volume, which today are 3.5-inch disks.

 

FIGURE 7.1 Disks are organized into platters, tracks, and sectors.

 

 Both sides of a plat-
ter are coated so that information can be stored on both surfaces. A cylinder refers to a track
at the same position on every platter.

Sectors

Tracks

Cylinder

Track

Platter

Platters
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The disk surface is divided into concentric circles, designated 

 

tracks

 

. There
are typically 5,000 to 30,000 tracks on each surface. Each track in turn is divided
into 

 

sectors

 

 that contain the information; a track might have 100 to 500 sectors. A
sector is the smallest unit that can be read or written. IBM mainframes allow us-
ers to select the size of the sectors, although most systems fix their size, typically
at 512 bytes of data. The sequence recorded on the magnetic media is a sector
number, a gap, the information for that sector including error correction code, a
gap, the sector number of the next sector, and so on. Occasionally people forget
this sequence––confusing the recording density with the density that a user’s data
can be stored––leading to fallacies about disks (see section 7.14).

In the past, all tracks had the same number of sectors; the outer tracks, which
are longer, recorded information at a much lower density than the inner tracks.
Recording more sectors on the outer tracks than on the inner tracks, called 

 

con-
stant bit density

 

, is the standard today. This name is misleading, as the bit density
is not really constant. Typically, the inner tracks are recorded at the highest densi-
ty and the outer tracks at the lowest, but the outer tracks might record, say, 1.7
times more bits despite being 2.1 times longer. 

Figure 7.2 shows the characteristics of three magnetic disks in 2000. Large-di-
ameter drives have many more gigabytes to amortize the cost of electronics, so
the traditional wisdom used to be that they had the lowest cost per gigabyte. This
advantage can be offset, however, if the small drives have much higher sales vol-
ume, which lowers manufacturing costs. The 3.5-inch drive, which is the largest
surviving drive in 2001, also has the highest sales volume, so it unquestionably
has the best price per gigabyte

To read and write information into a sector, a movable 

 

arm

 

 containing a 

 

read/
write head

 

 is located over each surface. Rather than represent each recorded bit
individually, groups of bits are recorded using a run-length-limited code. Run-
length limited codes ensure that there is both a minimum and maximum number
of bits in a group that the reader must decipher before seeing synchronization sig-
nals, which enables higher recording density as well as reducing error rates. The
arms for all surfaces are connected together and move in conjunction, so that all
arms are over the same track of all surfaces. The term 

 

cylinder

 

 is used to refer to
all the tracks under the arms at a given point on all surfaces.

To read or write a sector, the disk controller sends a command to move the arm
over the proper track. This operation is called a 

 

seek

 

, and the time to move the
arm to the desired track is called 

 

seek time

 

. 
Average seek time is the subject of considerable misunderstanding. Disk man-

ufacturers report minimum seek time, maximum seek time, and average seek
time in their manuals. The first two are easy to measure, but the average was open
to wide interpretation. The industry decided to calculate average seek time as the
sum of the time for all possible seeks divided by the number of possible seeks.
Average seek times are advertised to be 5 ms to 12 ms. Depending on the applica-
tion and operating system, however, the actual average seek time may be only
25% to 33% of the advertised number. The explanation is locality of disk refer-
ences. Section 7.14 has a detailed example.
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Characteristics
Seagate Cheetah 

ST173404LC 
Ultra160 SCSI Drive

IBM Travelstar 
32GH DJSA - 232 

ATA-4 Drive

IBM 1GB 
Microdrive

DSCM-11000

 

Disk diameter (inches) 3.5 2.5 1.0

Formatted data capacity (GB) 73.4 32.0 1.0

Cylinders 14,100 21,664 7,167

Disks 12 4 1

Recording Surfaces (or Heads) 24 8 2

Bytes per sector 512 to 4096 512 512

Average Sectors per track (512 byte)

 

≈

 

 424

 

≈

 

 360 (256-469)

 

≈

 

 140

Maximum areal density (Gbit/sq.in.) 6.0 14.0 15.2

Rotation speed (RPM) 10033 5411 3600

Average seek random cylinder to cylinder 
(read/write) in ms

5.6/6.2 12.0 12.0

Minimum seek in ms (read/write) 0.6/0.9 2.5 1.0

Maximum seek in ms 14.0/15.0 23.0 19.0

Data transfer rate in MB/second 27 to 40 11 to 21 2.6 to 4.2

Link speed to disk buffer in MB/second 160 67 13

Power idle/operating in Watts 16.4 / 23.5 2.0 / 2.6 0.5 / 0.8

Buffer size in MB 4.0 2.0 0.125

Size: height x width x depth in inches 1.6 x 4.0 x 5.8 0.5 x 2.7 x 3.9 0.2 x 1.4 x 1.7

Weight in pounds 2.00 0.34 0.035

Rated MTTF in powered-on hours 1,200,000 (see caption) (see caption)

% of powered on hours (POH) per month 100% 45% 20%

% of POH seeking, reading, writing 90% 20% 20%

Load/Unload cycles (disk powered on/off) 250 per year 300,000 300,000

Nonrecoverable read errors per bits read <1 per 10

 

15

 

< 1 per 10

 

13

 

< 1 per 10

 

13

 

Seek errors <1 per 10

 

7

 

not available not available

Shock tolerance: Operating, 
Not operating

10 G,
175 G

150 G,
700 G

175 G,
1500 G

Vibration tolerance: Operating, 
Not operating (sine swept, 0 to peak)

5-400 Hz @ 0.5G,
22-400 Hz @ 2G

5-500 Hz @ 1G,
2.5-500 Hz @ 5G

5-500 Hz @ 1G,
10-500 Hz @ 5G

 

FIGURE 7.2 Characteristics of three magnetic disks of 2000.

 

 To help the reader gain intuition about disks, this table
gives typical values for disk parameters. The 2.5-inch drive is a factor of 6 to 9 better in weight, size, and power than the
3.5-inch drive. The 1.0-inch drive is a factor 10 to 11 better than the 2.5-inch drive in weight and size, and a factor of 3-4
better in power. Note that 3.5-inch drives are designed to be used almost continuously, and so rarely turned on and off,
while the smaller drives spend most of their time unused and thus are turned on and off repeatedly. In addition, these mobile
drives must handle much larger shocks and vibrations, especially when turned off. These requirements affect the relative
cost of these drives. Note that IBM no longer quotes MTBF for 2.5 inch drives, but when they last did it was 300,000 hours.
IBM quotes the service life as 5 years or 20,000 powered on hours, whichever is first. The service life for the 1.0-inch drives
is 5 years or 8800 powered on hours, whichever is first.
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The time for the requested sector to rotate under the head is the 

 

rotation
latency

 

 or 

 

rotational delay

 

. The average latency to the desired information is ob-
viously halfway around the disk; if a disk rotates at 10,000 revolutions per minute
(RPM), the average rotation time is therefore

Note that there are two mechanical components to a disk access. It takes several
milliseconds on average for the arm to move over the desired track and several
milliseconds on average for the desired sector to rotate under the read/write head.
A simple performance model is to allow one-half rotation of the disk to find the
desired data after the proper track is found. Of course, the disk is always spin-
ning, so seeking and rotating actually overlap. 

The next component of disk access, 

 

transfer time,

 

 is the time it takes to trans-
fer a block of bits, typically a sector, under the read-write head. This time is a
function of the block size, disk size, rotation speed, recording density of the
track, and speed of the electronics connecting the disk to computer. Transfer rates
in 2001 range from 3 MB per second for the 3600 RPM, 1-inch drives to 65 MB
per second for the 15000 RPM, 3.5-inch drives. 

Between the disk controller and main memory is a hierarchy of controllers and
data paths, whose complexity varies. For example, whenever the transfer time is a
small portion of the time of a full access, the designer will want to disconnect the
memory device during the access so that other devices can transfer their data.
(The default is to hold the datapath for the full access.) This desire is true for
high-performance disk controllers, and, as we shall see later, for buses and net-
works. 

There is also a desire to amortize this long access by reading more than simply
what is requested; this is called 

 

read ahead

 

. Read ahead is another case of com-
puter designs trying to leverage spatial locality to enhance performance (see
Chapter 5). The hope is that a nearby request will be for the nearby sectors, which
will already be available. These sectors go into buffers on the disk that act as a
cache. As Figure 7.2 shows, the size of this buffer varies from 0.125 to 4 MB. The
hit rate presumably comes solely from spatial locality, but disk-caching algo-
rithms are proprietary and so their techniques and hit rates are unknown. Trans-
fers to and from the buffer operate at the speed of the I/O bus versus the speed of
the disk media. In 2001, the I/O bus speeds vary from 80 to 320 MB per second. 

To handle the complexities of disconnect/connect and read ahead, there is usu-
ally, in addition to the disk drive, a device called a 

 

disk controller

 

. Thus, the final
component of disk-access time is 

 

controller time

 

, which is the overhead the con-
troller imposes in performing an I/O access. When referring to the performance
of a disk in a computer system, the time spent waiting for a disk to become free
(

 

queuing delay

 

) is added to this time.

Average rotation time 0.5
10000 RPM-----------------------------

0.5
10000 60⁄( ) RPS------------------------------------------

0.0030 sec 3.0 ms== = =
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E X A M P L E

 

What is the average time to read or write a 512-byte sector for a disk? The 
advertised average seek time is 5 ms, the transfer rate is 40 MB/second, 
it rotates at 10000 RPM, and the controller overhead is 0.1 ms. Assume 
the disk is idle so that there is no queuing delay. In addition, calculate the 
time assuming the advertised seek time is three times longer than the 
measured seek time.

 

A N S W E R

 

Average disk access is equal to average seek time + average rotational 
delay + transfer time + controller overhead. Using the calculated, average 
seek time, the answer is

 

5 ms +  + 0.1 ms = 5.0 + 3.0 + 0.013 + 0.1 = 8.11 ms

 

Assuming the measured seek time is 33% of the calculated average, the 
answer is

 

1.67 ms + 3.0 ms + 0.013 ms + 0.1 ms = 4.783 ms

 

Note that only or 0.3% of the time is the disk transferring data 
in this example. Even page-sized transfers often take less than 5%, so 
disks normally spend most of their time waiting for the head to get over 
the data rather than reading or writing the data.

 

n

 

Many disks today are shipped in 

 

disk arrays

 

. These arrays contain dozens of
disks, and may look like a single large disk to the computer. Hence, there is often
another level to the storage hierarchy, the 

 

array controller

 

. They are often key in
dependability and performance of storage systems, implementing functions such
as RAID (see section 7.5) and caching (see section 7.12).

 

The Future of Magnetic Disks

 

The disk industry has concentrated on improving the capacity of disks. Improve-
ment in capacity is customarily expressed as improvement in 

 

areal density

 

,

 

 

 

mea-
sured in bits per square inch:

Through about 1988 the rate of improvement of areal density was 29% per year,
thus doubling density every three years. Between then and about 1996, the rate
improved to 60% per year, quadrupling density every three years and matching
the traditional rate of DRAMs. From 1997 to 2001 the rate increased to 100%, or
doubling every year. In 2001, the highest density in commercial products is 20
billion bits per square inch, and the lab record is 60 billion bits per square inch.

Cost per gigabyte has dropped at least as fast as areal density has increased,
with smaller drives playing the larger role in this improvement. Figure 7.3 on

0.5
10000 RPM-----------------------------

0.5 KB
40.0 MB/sec------------------------------

+

0.013 4.783⁄

Areal density
Tracks
Inch----------------  on a disk surface

Bits
Inch----------  on a track×=
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page 493 plots price per personal computer disk between 1983 and 2000, show-
ing both the rapid drop in price and the increase in capacity. Figure 7.4 on
page 494 above translates these costs into price per gigabyte, showing that it has
improved by a factor of 10,000 over those 17 years. Notice the much quicker
drop in prices per disk over time, reflecting faster decrease in price per gigabyte. 

Because it is more efficient to spin smaller mass, smaller-diameter disks save
power as well as volume. In 2001, 3.5-inch or 2.5-inch drives are the leading
technology. In the largest drives, rotation speeds have improved from the 3600
RPM standard of the 1980s to 5400–7200 RPM in the 1990s to 10000-15000
RPM in 2001. When combined with increasing density (bits per inch on a track),
transfer rates have improved recently by almost 40% per year. There has been
some small improvement in seek speed, typically less than 10% per year.

 

FIGURE 7.3 Price per personal computer disk by capacity (in megabytes) between 1983 and 2001.

 

 Note that later
the price declines become steeper as the industry increases its rate of improvement from 30% per year to 100% per year.
The capacity per disk increased almost 4000 times in 18 years. Although disks come in many sizes, we picked a small num-
ber of fixed sizes to show the trends. The price was adjusted to get a consistent disk capacity (e.g., shrinking the price of an
86-MB disk by 80/86 to get a point for the 80-MB line). The prices are in July 2001 dollars, adjusted for inflation using the
Producer Price Index for manufacturing industries. The prices through 1995 were collected by Mike Dahlin from advertise-
ments from the January and July editions of Byte magazine, using the lowest price of a disk of a particular size in that issue.
Between January 1996 and January 2000, the advertisements come from PC Magazine, as Byte ceased publication. Since
July 2000, the results came from biannual samples of pricewatch.com. (See http://www.cs.utexas.edu/users/dahlin/
techTrends/data/diskPrices)
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Magnetic disks have been challenged many times for supremacy of secondary
storage. One reason has been the fabled 

 

access time gap

 

 between disks and
DRAM, as shown in Figure 7.5. DRAM latency is about 100,000 times less than
disk, although bandwidth is only about 50 times larger. That performance gain
costs 100 times more per gigabyte in 2001. 

Many have tried to invent a technology cheaper than DRAM but faster than
disk to fill that gap, but thus far, all have failed. So far, challengers have never had
a product to market at the right time. By the time a new product would ship,
DRAMs and disks have made advances as predicted earlier, costs have dropped
accordingly, and the challenging product is immediately obsolete. 

 

FIGURE 7.4 Price per gigabyte of personal computer disk over time, dropping a factor of 10000 between 1983 and
20001. 

 

The center point is the median price per GB, with the low point on the line being the minimum and the high point
being the maximum. Note that the graph drops starting in about 1991, and that in January 1997 the spread from minimum
to maximum becomes large. This spread is due in part to the increasing difference in price between ATA.IDE and SCSI
disks; see section 7.14. The data collection method changed in 2001 to collect more data, which may explain the larger
spread between minimum and maximum. These data were collected in the same way as for Figure 7.3, except that more
disks are included on this graph. The prices were adjusted for inflation as in Figure 7.3.
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Optical Disks

 

One challenger to magnetic disks is 

 

optical compact disks,

 

 or 

 

CDs

 

, and its suc-
cessor, called 

 

Digital Video Discs

 

 and then 

 

Digital Versatile Discs

 

 or just 

 

DVDs

 

.
Both the 

 

CD-ROM

 

 and 

 

DVD-ROM

 

 are removable and inexpensive to manufac-
ture, but they are read-only mediums. These 4.7-inch diameter disks hold 0.65
and 4.7 GB, respectively, although some DVDs write on both sides to double
their capacity. Their high capacity and low cost have led to CD-ROMs and DVD-
ROMs replacing floppy disks as the favorite medium for distributing software
and other types of computer data.

The popularity of CDs and music that can be downloaded from the WWW led
to a market for rewritable CDs, conveniently called CD-RW, and write once CDs,
called CD-R. In 2001, there is a small cost premium for drives that can record on
CD-RW. The media itself costs about $0.20 per CD-R disk or $0.60 per CD-RW
disk. CD-RWs and CD-Rs read at about half the speed of CD-ROMs and CD-
RWs and CD-Rs write at about a quarter the speed of CD-ROMs.

 

FIGURE 7.5 Cost versus access time for SRAM, DRAM, and magnetic disk in 1980, 1985, 1990, 1995, and 2000. 

 

The
two-order-of-magnitude gap in cost and access times between semiconductor memory and rotating magnetic disks has in-
spired a host of competing technologies to try to fill it. So far, such attempts have been made obsolete before production by
improvements in magnetic disks, DRAMs, or both. Note that between 1990 and 2000 the cost per megabyte of SRAM and
DRAM chips made less improvement, while disk cost made dramatic improvement. <<Note to artist: Need to change the Y-
axis scale to go to 0.001, so that can add 2000 disk point at about 0.01 and 8,000,0000 ns.>>
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The are also write-once and rewritable DVDs, called DVD-R and (alas) DVD-
RAM. Rewritable DVD drives cost ten times as much as DVD-ROM drives. The
media cost is about $10 per DVD-R disk to $15 per DVD-RAM disk. DVD-RAM
reads and writes at about a third of the speed of DVD-ROMs, and DVD-R writes
at the speed of DVD-RAM and reads at the speed of DVD-ROMs.

As CDs and DVDs are the replaceable media for the consumer mass market,
their rate of improvement is governed by standards committees. It appears that
magnetic storage grows more quickly than human beings can agree on standards.
Writable optical disks may have the potential to compete with new tape technolo-
gies for archival storage, as tape also improves much more slowly than disks.

 

Magnetic Tapes

 

Magnetic tapes have been part of computer systems as long as disks because they
use the similar technology as disks, and hence historically have followed the
same density improvements. The inherent cost/performance difference between
disks and tapes is based on their geometries: 

 

n

 

Fixed rotating platters offer random access in milliseconds, but disks have a
limited storage area and the storage medium is sealed within each reader.

 

n

 

Long strips wound on removable spools of “unlimited” length mean many
tapes can be used per reader, but tapes require sequential access that can take
seconds.

One of the limits of tapes had been the speed at which the tapes can spin with-
out breaking or jamming. A technology called 

 

helical scan tapes

 

 solves this prob-
lem by keeping the tape speed the same but recording the information on a
diagonal to the tape with a tape reader that spins much faster than the tape is
moving. This technology increases recording density by about a factor of 20 to
50. Helical scan tapes were developed for low-cost VCRs and camcorders, which
brought down the cost of the tapes and readers.

One drawback to tapes is that they wear out; Helical tapes last for hundreds of
passes, while the traditional longitudinal tapes wear out in thousands to millions
of passes. The helical scan read/write heads also wear out quickly, typically rated
for 2000 hours of continuous use. Finally, there are typically long rewind, eject,
load, and spin-up times for helical scan tapes. In the archival backup market, such
performance characteristics have not mattered, and hence there has been more
engineering focus on increasing density than on overcoming these limitations.

Traditionally, tapes enjoyed a 10X-100X advantage over disks in price per gi-
gabyte, and were the technology of choice for disk backups. In 2001, it appears
that tapes are falling behind the rapid advance in disk technology. Whereas in the
past the contents of several disks could be stored on a single tape, the largest disk
has greater capacity than the largest tapes. Amazingly, the prices of magnetic
disks and tape media have crossed: in 2001, the price of a 40 GB IDE disk is
about the same as the price of a 40 GB tape!
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In the past, the claim was that magnetic tapes must track disks since innova-
tions in disks must help tapes. This claim was important, because tapes are a
small market and cannot afford a separate large research and development effort.
One reason the market is small is that PC owners generally do not back up disks
onto tape, and so while PCs are by far the largest market for disks, PCs are a
small market for tapes. 

Recently the argument has changed to that tapes have compatibility require-
ments that are not imposed on disks; tape readers must read or write the current
and previous generation of tapes, and must read the last four generations of tapes.
As disks are a closed system, the disk heads need only read the platters that are
enclosed with them, and this advantage explains why disks are improving at rates
that much more rapid. 

In addition to the issue of capacity, another challenge is recovery time. Tapes
are also not keeping up in bandwidth of disks. Thus, as disks continue to grow, its
is not only more expensive to use tapes for backups, it will also take much longer
to recover if a disaster occurs.

This growing gap between rate of improvement in disks and tapes calls into
question the sensibility of tape backup for disk storage. 

Some bold organizations get rid of tapes altogether, using networks and re-
mote disks to replicate the data geographically. The sites are picked so that disas-
ters would not take out both sites, enabling instantaneous recovery time. These
sites typically use a file system that does not overwrite data, which allows acci-
dentally discarded files to be recovered. Such a solution depends on advances in
disk capacity and network bandwidth to make economic sense, but these two are
getting much more investment and hence have better records of accomplishment
than tape.

 

Automated Tape Libraries

 

Tape capacities are enhanced by inexpensive robots to automatically load and
store tapes, offering a new level of storage hierarchy. These 

 

nearline

 

 tapes mean
access to terabytes of information in tens of seconds, without the intervention of
a human operator. Figure 7.6 shows the Storage Technologies Corporation (STC)
PowderHorn, which loads up to 6000 tapes, giving a total capacity of 300 ter-
abytes. Putting this capacity into perspective, the Library of Congress is estimat-
ed to have 30 terabytes of text, if books could be magically transformed into
ASCII characters.

There are many versions of tape libraries, but these mechanical marvels are
not as reliable as other parts of the computer; its not uncommon for tape libraries
to have failure rates a factor of 10 higher than other storage devices.

 

Flash Memory

 

Embedded devices also need nonvolatile storage, but premiums placed on space
and power normally lead to the use of Flash memory instead of magnetic record-
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ing. Flash memory is also used as a rewritable ROM in embedded system, typi-
cally to allow software to be upgraded without having to replace chips.
Applications are typically prohibited from writing to Flash memory in such cir-
cumstances.

Like electrically erasable and programmable read-only memories (EEPROM),
Flash memory is written by inducing the tunneling of charge from transistor gain
to a floating gate. The floating gate acts as a potential well which stores the
charge, and the charge cannot move from there without applying an external
force. The primary difference between EEPROM and Flash memory is that Flash
restricts write to multi-kilobyte blocks, increasing memory capacity per chip by
reducing area dedicated to control.

Compared to disks, Flash memories offer low power consumption (less than
50 milliwatts), can be sold in small sizes, and offer read access times comparable
to DRAMs. In 2001, a 16 Mbit Flash memory has a 65 ns access time, and a 128
Mbit Flash memory has a 150 ns access time. Some memories even borrow the
page mode assesses acceleration from DRAM to bring the time per word down in
block transfers to 25 to 40 ns. Unlike DRAMs, writing is much slower and more
complicated, sharing characteristics with the older electrically programmable
read-only memories (EPROM) and electrically erasable and programmable read-
only memories (EEPROM). A block of Flash memory are first electrically erased,
and then written with 0s and 1s. 

If the logical data is smaller than the Flash block size, the good data that
should survive must be copied to another block before the old block can be
erased. Thus, information is organized in Flash as linked lists of blocks. Such
concerns lead to software that collects good data into fewer blocks so that the rest

 

FIGURE 7.6 The StorageTek PowderHorn 9310. 

 

This storage silo holds 2000 to 6000
tape cartridges per Library Storage Module (LSM); using the 9840 cartridge, the total uncom-
pressed capacity is 300 terabytes. Each cartridge holds 20 GB of uncompressed data. De-
pending on the block size and compression, reader transfer at 1.6 to 7.7 MB/second in tests,
with a peak speed of 20 MB/second of compressed data. Each LSM has up to 10 tape read-
ers, and can exchange up to 450 cartridges per hour. One LSM is 7.7 feet tall, 10.7 feet in
diameter, uses about 1.1 kilowatts, and weighs 8200 pounds. Sixteen LSMs can be linked to-
gether to pass cartridges between modules, increasing storage capacity another order of
magnitude (Courtesy STC.)
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can be erased. The linked list structure is also used by some companies to map
out bad blocks and offer reduced memory parts at half price rather than discard
flawed chips.

The electrical properties of Flash memory are not as well understood as
DRAM. Each company’s experience, including whether it manufactured EPROM
or EEPROM before Flash, affects the organization that it selects. The two basic
types of Flash are based on the whether the building blocks for the bits are NOR
or NAND gates. NOR Flash devices in 2000 typically take one to two seconds to
erase 64 KB to 128 KB blocks, while NAND Flash devices take 5 to 6 millisec-
ond to erase smaller blocks of 4 KB to 8 KB. Programming takes 10 microsec-
onds per byte for NOR devices and 1.5 microseconds per byte for NAND
devices. The number of times bits can be erased and still retain information is
also often limited, typically about 100,000 cycles for NOR devices and 1,000,000
for some NAND devices. 

An example illustrates read and write performance of Flash versus disks.

 

E X A M P L E

 

Compare the time to read and write a 64-KB block to Flash memory, and 
magnetic disk. For Flash, assume it takes 65 nanoseconds to read one 
byte, 1.5 microseconds to write one byte, and 5 milliseconds to erase 4 
KB. For disk, use the parameters of the Microdrive in Figure 7.2 on 
page 490. Assume the measured seek time is one-third of the calculated 
average, the controller overhead is 0.1 ms, and the data is stored in the 
outer tracks giving it the fastest transfer rate.

 

A N S W E R

 

Average disk access is equal to average seek time + average rotational 
delay + transfer time + controller overhead. The average time to read or 
write 64 KB in a Microdrive disk is:

 

 + 0.1 ms = 4.0 + 8.3 + 14.9 + 0.1 = 27.3 ms

 

To read 64 KB in Flash you simply divide the 64 KB by the read bandwidth:

 

 

 

 

To write 64 KB, first erase it and then divide 64 KB by the write bandwidth:

Thus, Flash memory is about 6 times faster than disk for reading 64KB, 
and disk is about 6 times faster than Flash memory for writing 64KB. Note 
that this example assumes the Microdrive is already operating. If it was 
powered off to save energy, we should add time for it to resume.

 

n

12 ms
3--------------

0.5
3600 RPM--------------------------

64 KB
4.2 MB/sec---------------------------

+ +

Flash read time 64 KB
1B/65 nanoseconds-----------------------------------------------

4 259 840 ns 4.3 ms=, ,= =

Flash write time 64 KB
4KB/5 ms-------------------------

64 KB
1B/1.5 microseconds---------------------------------------------------

+ 80 ms 98 304,+  us 178.3 ms== =
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The price per megabyte of Flash memory is about 6 times more than DRAM
in 2001, making it 600 times more expensive per megabyte than disk. Of course
Flash does has its uses, for example when the designer may need only tens of
megabytes or less of storage, not provided economically by disks.

Now that we have described several storage devices, we must discover how to
connect them to a computer.

In a computer system, the various subsystems must have interfaces to one anoth-
er; for instance, the memory and CPU need to communicate, and so do the CPU
and I/O devices. This communication is commonly done using a bus. The bus
serves as a shared communication link between the subsystems. The two major
advantages of the bus organization are low cost and versatility. By defining a sin-
gle interconnection scheme, new devices can be added easily and peripherals
may even be moved between computer systems that use a common bus. The cost
of a bus is low, since a single set of wires is shared among multiple devices. 

The major disadvantage of a bus is that it creates a communication bottleneck,
possibly limiting the maximum I/O throughput. When I/O must pass through a
central bus, this bandwidth limitation is as real as—and sometimes more severe
than—memory bandwidth. In server systems, where I/O is frequent, designing a
bus system capable of meeting the demands of the processor is a major challenge. 

As Moore’s Law marches on, buses are increasingly being replaced by net-
works and switches (see section 7.10). To avoid the bus bottleneck, some I/O de-
vices are connected to computers via Storage Area Networks (SANs). SANs are
covered in the next chapter, so this section concentrates on buses.

One reason bus design is so difficult is that the maximum bus speed is largely
limited by physical factors: the length of the bus and the number of devices (and,
hence, bus loading). These physical limits prevent arbitrary bus speedup. The de-
sire for high I/O rates (low latency) and high I/O throughput can also lead to con-
flicting design requirements.

Buses were traditionally classified as CPU-memory buses or I/O buses. I/O
buses may be lengthy, may have many types of devices connected to them, have a
wide range in the data bandwidth of the devices connected to them, and normally
follow a bus standard. CPU-memory buses, on the other hand, are short, generally
high speed, and matched to the memory system to maximize memory-CPU band-
width. During the design phase, the designer of a CPU-memory bus knows all the
types of devices that must connect together, while the I/O bus designer must ac-
cept devices varying in latency and bandwidth capabilities. To lower costs, some
computers have a single bus for both memory and I/O devices. In the quest for
higher I/O performance, some buses are a hybrid of the two. For example, PCI is
relatively short, and is used to connect to more traditional I/O buses via bridges
that speak both PCI on one end and the I/O bus protocol on the other. To indicate
its intermediate state, such buses are sometimes called mezzanine buses.

7.3 Buses—Connecting I/O Devices to CPU/Memory
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Let’s review a typical bus transaction, as seen in Figure 7.7. A bus transaction
includes two parts: sending the address and receiving or sending the data. Bus
transactions are usually defined by what they do to memory: A read transaction
transfers data from memory (to either the CPU or an I/O device), and a write
transaction writes data to the memory. 

In a read transaction, the address is first sent down the bus to the memory, to-
gether with the appropriate control signals indicating a read. In Figure 7.7, this
means asserting the read signal. The memory responds by returning the data on
the bus with the appropriate control signals, in this case deasserting the wait sig-
nal. A write transaction requires that the CPU or I/O device send both address
and data and requires no return of data. Usually the CPU must wait between
sending the address and receiving the data on a read, but the CPU often does not
wait between sending the address and sending the data on writes.

Bus Design Decisions

The design of a bus presents several options, as Figure 7.8 shows. Like the rest of
the computer system, decisions depend on cost and performance goals. The first
three options in the figure are clear—separate address and data lines, wider data
lines, and multiple-word transfers all give higher performance at more cost. 

FIGURE 7.7 Typical bus read transaction. The diagonal lines show when the data is
changing with respect to the clock signal. This bus is synchronous. The read begins when the
Not Read signal is asserted, and data are not ready until the wait signal is deasserted. The
vertical bar shows when the data is ready to be read by the CPU.

Clock

Address

Data

Read

Wait
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The next item in the table concerns the number of bus masters. These devices
can initiate a read or write transaction; the CPU, for instance, is always a bus
master. A bus has multiple masters when there are multiple CPUs or when I/O
devices can initiate a bus transaction. If there are multiple masters, an arbitration
scheme is required among the masters to decide which one gets the bus next. Ar-
bitration is often a fixed priority for each device, as is the case with daisy-chained
devices, or an approximately fair scheme that randomly chooses which master
gets the bus.

With multiple masters, a bus can offer higher bandwidth by using packets, as
opposed to holding the bus for the full transaction. This technique is called split
transactions. (Some systems call this ability connect/disconnect, a pipelined bus,
a pended bus, or a packet-switched bus; the next chapter goes into more detail on
packet switching.) Figure 7.9 shows the split-transaction bus. The idea is to di-
vide bus events into requests and replies, so that bus can be used in the time be-
tween the request and the reply. 

The read transaction is broken into a read-request transaction that contains the
address and a memory-reply transaction that contains the data. Each transaction
must now be tagged so that the CPU and memory can tell which reply is for
which request. Split transactions make the bus available for other masters while
the memory reads the words from the requested address. It also normally means
that the CPU must arbitrate for the bus to send the data and the memory must ar-
bitrate for the bus to return the data. Thus, a split-transaction bus has higher
bandwidth, but it usually has higher latency than a bus that is held during the
complete transaction.

The final item in Figure 7.8, clocking, concerns whether a bus is synchronous
or asynchronous. If a bus is synchronous, it includes a clock in the control lines
and a fixed protocol for sending address and data relative to the clock. Since little
or no logic is needed to decide what to do next, these buses can be both fast and
inexpensive. They have two major disadvantages, however. Because of clock-
skew problems, synchronous buses cannot be long, and everything on the bus
must run at the same clock rate. Some buses allow multiple speed devices on a

Option High performance Low cost

Bus width Separate address and data lines Multiplex address and data lines

Data width Wider is faster (e.g., 64 bits) Narrower is cheaper (e.g., 8 bits)

Transfer size Multiple words have less bus overhead Single-word transfer is simpler

Bus masters Multiple (requires arbitration) Single master (no arbitration)

Split 
transaction?

Yes—separate request and reply packets get 
higher bandwidth (need multiple masters)

No—continuous connection is cheaper and 
has lower latency

Clocking Synchronous Asynchronous

FIGURE 7.8 The main options for a bus. The advantage of separate address and data buses is primarily on writes.
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bus, but they all run at the rate of the slowest device. CPU-memory buses are typ-
ically synchronous.

An asynchronous bus, on the other hand, is not clocked. Instead, self-timed,
handshaking protocols are used between bus sender and receiver. Figure 7.10
shows the steps of a master performing a write on an asynchronous bus. 

Asynchrony makes it much easier to accommodate a variety of devices and to
lengthen the bus without worrying about clock skew or synchronization prob-
lems. If a synchronous bus can be used, it is usually faster than an asynchronous
bus because it avoids the overhead of synchronizing the bus for each transaction.
The choice of synchronous versus asynchronous bus has implications not only for
data bandwidth, but also for an I/O system’s physical distance and the number of
devices that can be connected to the bus. Hence, I/O buses are more likely to be
asynchronous than are memory buses. Figure 7.11 suggests when to use one over
the other.

Bus Standards

The number and variety of I/O devices is flexible on many computers, permitting
customers to tailor computers to their needs. The I/O bus is the interface to which
devices are connected. Standards that let the computer designer and I/O-device
designer work independently play a large role in buses. As long as both designers
meet the requirements, any I/O device can connect to any computer. The I/O bus
standard is the document that defines how to connect devices to computers.

FIGURE 7.9 A split-transaction bus. Here the address on the bus corresponds to a later
memory access.

Address addr1 addr2 addr3

Data data 0 data 1 d

Wait Wait 1 OK 1
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Machines sometimes grow to be so popular that their I/O buses become de
facto standards; examples are the PDP-11 Unibus and the IBM PC-AT Bus. Once
many I/O devices have been built for a popular machine, other computer design-
ers will build their I/O interface so that those devices can plug into their machines
as well. Sometimes standards also come from an explicit standards effort on the
part of I/O device makers. Ethernet is an example of a standard that resulted from
the cooperation of manufacturers. If standards are successful, they are eventually
blessed by a sanctioning body like ANSI or IEEE. A recent variation on tradition-
al standards bodies is trade associations. In that case a limited number of compa-
nies agree to produce a standard without cooperating with standards bodies, yet it
is still done by committee. PCI is one example of a trade association standard.

Examples of Buses

Figures  7.12 to 7.14 summarize characteristics of common desktop I/O buses, 
I/O buses found in embedded devices, and CPU-memory interconnects found in
servers. 

FIGURE 7.10 A master performs a write on an asynchronous bus. The state of the transaction at each time step is as
follows. The master has obtained control and asserts address, read/write, and data. It then waits a specified amount of time
for slaves to decode target: t1: Master asserts request line; t2: Slave asserts ack, indicating data received; t3: Master releas-
es req; t4: Slave releases ack.

Address Next address

Data

Master asserts address

Master asserts data

Read

Request

t0 t1 t2 t3 t4

Acknowledgment
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FIGURE 7.11 Preferred bus type as a function of length/clock skew and variation in
I/O device speed. Synchronous is best when the distance is short and the I/O devices on
the bus all transfer at similar speeds.

IDE/Ultra ATA SCSI PCI PCI-X

Data width (primary) 16 bits 8 or 16 bits (Wide) 32 or 64 bits 32 or 64 bits

Clock rate up to 100 MHz   10 MHz (Fast), 
  20 MHz (Ultra), 
  40 MHz (Ultra2), 
  80 MHz (Ultra3 or Ultra160),
160 MHz (ultra4or Ultra320)

33 or 66 MHz 66, 100, 133 
MHz

Number of bus masters 1 Multiple Multiple Multiple

Bandwidth, peak 200 MB/sec 320 MB/sec 533 MB/sec 1066 MB/sec

Clocking Asynchronous Asynchronous Synchronous Synchronous

Standard — ANSI X3.131 — —

FIGURE 7.12 Summary of parallel I/O buses. Peripheral Component Interconnect (PCI) and PCI Extended (PCI-X) con-
nect main memory to peripheral devices. IDE/ATA and SCSI compete as interfaces to storage devices. IDE, or Integrated
Drive Electronics, is an early disk standard that connects two disks to a PC. It has been extended by AT-bus Attachment
(ATA), to be both wider and faster. Small Computer System Interconnect (SCSI) connects up to 7 devices for 8-bit bus-
ses and up to 15 devices for 16-bit busses. They can even be different speeds, but they run at the rate of the slowest device.
The peak bandwidth of a SCIS bus is the width (1 or 2 bytes) times the clock rate (10 to 160 MHz). Most SCSI buses today
are 16-bits.

Asynchronous better

Synchronous better

Mixture of I/O
device speeds

VariedSimilar

Short

Long

Clock skew
(function of
bus length)
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Interfacing Storage Devices to the CPU

Having described I/O devices and looked at some of the issues of the connecting
bus, we are ready to discuss the CPU end of the interface. The first question is
where the physical connection of the I/O bus should be made. The two choices
are connecting the bus to memory or to the cache. In this section, we examine the
more usual case in which the I/O bus is connected to the main memory bus.
Figure 7.15 shows a typical organization for desktops. In low-cost systems, the I/
O bus is the memory bus; this means an I/O command on the bus could interfere
with a CPU instruction fetch, for example. 

Once the physical interface is chosen, the question becomes: How does the
CPU address an I/O device that it needs to send or receive data? The most com-
mon practice is called memory-mapped I/O. In this scheme, portions of the ma-
chine’s address space are assigned to I/O devices. Reads and writes to those

I2C 1-wire RS232 SPI

Data width (primary) 1 bit 1 bit 2 bits 1 bit

Signal Wires 2 1 9 or 25 3

Clock rate 0.4 to 10 MHz Asynchronous 0.040 MHz or 
asynchronous

asynchronous

Number of bus masters Multiple Multiple Multiple Multiple

Bandwidth, peak 0.4 to 3.4 Mbit/sec 0.014 Mbit/sec 0.192 Mbit/sec 1 Mbit/sec

Clocking Asynchronous Asynchronous Asynchronous Asynchronous

Standard None None ElA, ITU-T V.21 None

FIGURE 7.13 Summary of serial I/O buses, often used in embedded computers. I2C was invented by Phillips in the
early 1980s. 1-wire was developed by Dallas Semiconductor. RS-232 was introduced in 1962. SPI was created by Motorola
in the early 1980s.

HP HyperPlane Crossbar IBM SP Sun Gigaplane-XB

Data width (primary) 64 bits 128 bits 128 bits

Clock rate 120 MHz 111 MHz 83.3 MHz

Number of bus masters Multiple Multiple Multiple

Bandwidth per port, peak 960 MB/sec 1,700 MB/sec 1,300 MB/sec

Bandwidth total, peak 7,680 MB/sec 14,200 MB/sec 10,667 MB/sec

Clocking Synchronous Synchronous Synchronous

Standard None None None

FIGURE 7.14 Summary of CPU-memory interconnects found in 2000 servers. These servers use crossbars switches
to connect nodes processors together instead of a shared bus interconnect. Each bus connects up to four processors and
memory controllers, and then the crossbar connects the busses together. The number of slots in the crossbar is 16, 8, and
16, respectively. 
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addresses may cause data to be transferred; some portion of the I/O space may
also be set aside for device control, so commands to the device are just accesses
to those memory-mapped addresses. 

The alternative practice is to use dedicated I/O opcodes in the CPU. In this
case, the CPU sends a signal that this address is for I/O devices. Examples of
computers with I/O instructions are the Intel 80x86 and the IBM 370 computers.
I/O opcodes have been waning in popularity.

No matter which addressing scheme is selected, each I/O device has registers to
provide status and control information. Through either loads and stores in memo-
ry-mapped I/O or through special instructions, the CPU sets flags to determine the
operation the I/O device will perform.

FIGURE 7.15 A typical interface of I/O devices and an I/O bus to the CPU-memory
bus.
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Any I/O event is rarely a single operation. For example, the DEC LP11 line
printer has two I/O device registers: one for status information and one for data to
be printed. The status register contains a done bit, set by the printer when it has
printed a character, and an error bit, indicating that the printer is jammed or out
of paper. Each byte of data to be printed is put into the data register; the CPU
must then wait until the printer sets the done bit before it can place another char-
acter in the buffer. 

This simple interface, in which the CPU periodically checks status bits to see
if it is time for the next I/O operation, is called polling. As you might expect,
CPUs are so much faster than I/O devices that polling may waste a lot of CPU
time. A huge fraction of the CPU cycles must be dedicated to interrogating the I/
O device rather than performing useful computation. This inefficiency was recog-
nized long ago, leading to the invention of interrupts that notify the CPU when it
is time to service the I/O device.

Interrupt-driven I/O, used by most systems for at least some devices, allows
the CPU to work on some other process while waiting for the I/O device. For ex-
ample, the LP11 has a mode that allows it to interrupt the CPU whenever the
done bit or error bit is set. In general-purpose applications, interrupt-driven I/O is
the key to multitasking operating systems and good response times.

The drawback to interrupts is the operating system overhead on each event. In
real-time applications with hundreds of I/O events per second, this overhead can
be intolerable. One hybrid solution for real-time systems is to use a clock to peri-
odically interrupt the CPU, at which time the CPU polls all I/O devices. 

Delegating I/O Responsibility from the CPU

We approached the task by starting with a simple scheme and then adding com-
mands and features that we felt would enhance the power of the machine. Gradu-
ally the [display] processor became more complex. ... Finally the display 
processor came to resemble a full-fledged computer with some special graphics 
features. And then a strange thing happened. We felt compelled to add to the pro-
cessor a second, subsidiary processor, which, itself, began to grow in complexity. 
It was then that we discovered the disturbing truth. Designing a display processor 
can become a never-ending cyclical process. In fact, we found the process so frus-
trating that we have come to call it the “wheel of reincarnation.”

Ivan Sutherland, considered the father of computer graphics (1968)

Interrupt-driven I/O relieves the CPU from waiting for every I/O event, but many
CPU cycles are still spent in transferring data. Transferring a disk block of 2048
words, for instance, would require at least 2048 loads from disk to CPU registers
and 2048 stores from CPU registers to memory, as well as the overhead for the
interrupt. Since I/O events so often involve block transfers, direct memory access
(DMA) hardware is added to many computer systems to allow transfers of num-
bers of words without intervention by the CPU. 
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The DMA hardware is a specialized processor that transfers data between
memory and an I/O device while the CPU goes on with other tasks. Thus, it is ex-
ternal to the CPU and must act as a master on the bus. The CPU first sets up the
DMA registers, which contain a memory address and number of bytes to be trans-
ferred. More sophisticated DMA devices support scatter/gather, whereby a DMA
device can write or read data from a list of separate addresses. Once the DMA
transfer is complete, the DMA controller interrupts the CPU. There may be multi-
ple DMA devices in a computer system; for example, DMA is frequently part of
the controller for an I/O device.

Increasing the intelligence of the DMA device can further unburden the
CPU. Devices called I/O processors (or channel controllers) operate either from
fixed programs or from programs downloaded by the operating system. The op-
erating system typically sets up a queue of I/O control blocks that contain infor-
mation such as data location (source and destination) and data size. The I/O
processor then takes items from the queue, doing everything requested and
sending a single interrupt when the task specified in the I/O control blocks is
complete. Whereas the LP11 line printer would cause 4800 interrupts to print a
60-line by 80-character page, an I/O processor could save 4799 of those inter-
rupts.

I/O processors are similar to multiprocessors in that they facilitate several
processes being executed simultaneously in the computer system. I/O processors
are less general than CPUs, however, since they have dedicated tasks, and thus
the parallelism they enable is much more limited. In addition, an I/O processor
doesn’t normally change information, as a CPU does, but just moves information
from one place to another. 

Embedded computers are characterized by a rich variety of DMA devices and
I/O controllers. For example, Figure 7.16 shows the Au1000, a MIPS processor
for embedded applications, which includes about 10 DMA channels and 20 I/O
device controllers on chip.

Now that we have covered the basic types of storage devices and ways to con-
nect them to the CPU, we are ready to look at ways to evaluate the performance
of storage systems.

Whereas people may be willing to live with a computer that occasionally crashes
and forces all programs to be restarted, they insist that their information is never
lost. The prime directive for storage is then to remember information, no matter
what happens.

One persistent shortcoming with the general topic of making computers sys-
tems that can survive component faults has been confusion over terms. Conse-

7.4 Reliability, Availability, and Dependability
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quently, perfectly good words like reliability and availability have been abused
over the years so that their precise meaning is unclear. 

Here are some examples of the difficulties. Is a programming mistake a fault,
error, or failure? Does it matter whether we are talking about when it was de-
signed, or when the program is run? If the running program doesn’t exercise the
mistake, is it still a fault/error/failure? Try another one. Suppose an alpha particle

FIGURE 7.16 The Alchemy Semiconductor Au1000. Embedded devices typically have many DMAs and I/O intercon-
nections, as illustrated in the Au1000. Eight DMA channels are included along with a separate IrDA DMA controller for net-
working. On chip controllers include an SDRAM memory controller, a static RAM controller, two Ethernet MAC layer
controllers, USB host and device controllers, two interrupt controllers, two 32-bit GPIO buses, and several embedded bus
controllers: four UARTs, a SPI, a SSP, a I2S, and a AC97. This MIPS32 core operates from 200 MHz, at 1.25V and 200 mW
for the whole chip, to 500 MHz, at 1.8V and 900 mW. The on-chip system bus operates at 1/2 to 1/5 of the MIPS core clock
rate.

SDRAMSDRAM

SDRAMSDRAM

100 MHz

UART (4)UART (4)

SPISPI

P
erip

heral B
us

GPIO (6-32)GPIO (6-32)

Power MgmtPower Mgmt

RTC (2)RTC (2)

I2SI2S

Interrupt ControlInterrupt Control

AC97 LinkAC97 Link

USB-DeviceUSB-Device

SSPSSP

Peripheral BUS IF

SRAMSRAM
ControllerController

E
n

ha
nc

ed
E

nh
an

ce
d

M
IP

S
32

M
IP

S3
2

C
P

U
C

PU

SDRAMSDRAM
ControllerController

32 x 16 32 x 16 
MACMAC D

M
M

U
D

M
M

U
D

M
M

U
D

M
M

U

16KB 16KB 
D-CacheD-Cache

16KB 16KB 
D-CacheD-Cache

Bus UnitBus Unit

USB – HostUSB – HostUSB – Host

Ethernet MACEthernet MACEthernet MAC

DMA ControllerDMA ControllerDMA Controller

EJTAGEJTAGEJTAG

Ethernet MACEthernet MACEthernet MAC

Fast IRDAFast IRDAFast IRDA

Sy
st

em
 B

us

System Bus

SR
A

M
, R

O
M

, F
la

sh
, P

C
M

C
IA

, X
 -

 B
us

,..
.  



7.4 Reliability, Availability, and Dependability 511

hits a DRAM memory cell. Is it a fault/error/failure if it doesn’t change the val-
ue? Is it a fault/error/failure if the memory doesn’t access the changed bit? Did a
fault/error/failure still occur if the memory had error correction and delivered the
corrected value to the CPU? A third example is a mistake by a human operator.
Again, the same issues arise about data change, latency, and observability. You
get the drift of the difficulties. 

Clearly, we need precise definitions to discuss about such events intelligently.

Defining Failure

To avoid such imprecision, this subsection is based on the terminology used by
Laprie [1985] and Gray and Siewiorek [1991], endorsed by IFIP working group
10.4 and the IEEE Computer Society Technical Committee on Fault Tolerance.
We talk about a system as a single module, but the terminology applies to sub-
modules recursively. 

Laprie picked a new term––dependability–– to have a clean slate to work
with:

Computer system dependability is the quality of delivered service such that re-
liance can justifiably be placed on this service. The service delivered by a sys-
tem is its observed actual behavior as perceived by other system(s) interacting
with this system’s users. Each module also has an ideal specified behavior,
where a service specification is an agreed description of the expected behavior.
A system failure occurs when the actual behavior deviates from the specified
behavior. The failure occurred because an error, a defect in that module. The
cause of an error is a fault. 

When a fault occurs it creates a latent error, which becomes effective when it 
is activated; when the error actually affects the delivered service, a failure oc-
curs. The time between the occurrence of an error and the resulting failure is 
the error latency. Thus, an error is the manifestation in the system of a fault, 
and a failure is the manifestation on the service of an error.

Let’s go back to our motivating examples above. A programming mistake is a
fault; the consequence is an error (or latent error) in the software; upon activa-
tion, the error becomes effective; when this effective error produces erroneous
data which affect the delivered service, a failure occurs. An alpha particle hitting
a DRAM can be considered a fault; if it changes the memory, it creates an error;
the error will remain latent until the effected memory word is read; if the effec-
tive word error affects the delivered service, a failure occurs. (If ECC corrected
the error, a failure would not occur.) A mistake by a human operator is a fault; the
resulting altered data is an error; it is latent until activated; and so on as before.

To clarify, the relation between faults, errors, and failures is:

n A fault creates one or more latent errors.

n The properties of errors are a) a latent error becomes effective once activated;
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b) an error may cycle between its latent and effective states; c) an effective er-
ror often propagates from one component to another, thereby creating new er-
rors. Thus, an effective error is either a formerly latent error in that component
or it has propagated from another error in that component or from elsewhere.

n A component failure occurs when the error affects the delivered service.

n These properties are recursive, and apply to any component in the system.

We can now return to see how Laprie defines reliability and availability. Users
perceive a system alternating between two states of delivered service with respect
to the service specification:

1. Service accomplishment, where the service is delivered as specified,

2. Service interruption, where the delivered service is different from the speci-
fied service.

Transitions between these two states are caused by failures (from state 1 to 
state 2) or restorations (2 to 1). Quantifying these transitions lead to the two 
main measures of dependability:

1. Module reliability is a measure of the continuous service accomplishment (or,
equivalently, of the time to failure) from a reference initial instant. Hence, the
Mean Time To Failure (MTTF) of disks in Figure 7.2 on page 490 is a reliabil-
ity measure. The reciprocal of MTTF is a rate of failures. If a collection of
modules have exponentially distributed lifetimes (see section 7.7), the overall
failure rate of the collection is the sum of the failure rates of the modules. Ser-
vice interruption is measured as Mean Time To Repair (MTTR). 

2. Module availability is a measure of the service accomplishment with respect
to the alternation between the two states of accomplishment and interruption.
For non-redundant systems with repair, module availability is statistically
quantified as:

Note that reliability and availability are now quantifiable metrics, rather than 
synonyms for dependability. Mean Time Between Failures (MTBF) is simply 
the sum of MTTF + MTTR. Although MTBF is widely used, MTTF is often 
the more appropriate term.

Module availability MTTF
MTTF MTTR+( )-------------------------------------------

=
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E X A M P L E Assume a disk subsystem with the following components and MTTF:

n 10 disks, each rated at 1,000,000 hour MTTF;

n 1 SCSI controller, 500,000 hour MTTF

n 1 power supply, 200,000 hour MTTF

n 1 fan, 200,000 hour MTTF

n 1 SCSI cable, 1,000,000 hour MTTF

Using the simplifying assumption that the components lifetimes are expo-
nentially distributed–which means that the age of the component is not 
important in probability of failure–and that failures are independent, com-
pute the MTTF of the system as a whole.

A N S W E R The sum of the failure rates is:

The MTTF for the system is just the inverse of the failure rate

or just under 5 years.
n

Classifying faults and fault tolerance techniques may aid with understanding.
Gray and Siewiorek classify faults into four categories according to their cause:

1. Hardware faults: devices that fail. 

2. Design faults: faults in software (usually) and hardware design (occasionally).

3. Operation faults: mistakes by operations and maintenance personnel.

4. Environmental faults: fire, flood, earthquake, power failure, and sabotage.

Faults are also classified by their duration into transient, intermittent, and perma-
nent [Nelson 1990]. Transient faults exist for a limited time and are not recurring.
Intermittent faults cause a system to oscillate between faulty and fault free opera-
tion. Permanent faults do not correct themselves with passing of time.

Gray and Siewiorek divide improvements in module reliability into valid con-
struction and error correction. Validation removes faults before the module is
completed, ensuring that the module conforms to its specified behavior. Error
correction occurs by having redundancy in designs to tolerate faults. Latent error
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processing describes the practice of trying to detect and repair errors before they
become effective, such as preventative maintenance. Effective error processing
describes correction of the error after it becomes effective, either by masking the
error or by recovering from the error. Error correction, such as that used in disk
sectors, can mask errors. Error recovery is either backward–returning to a previ-
ous correct state, such as with checkpoint-restart–or forward–constructing a new
correct state, such as by resending a disk block.

Taking a slightly different view, Laprie divides reliability improvements into
four methods:

1. Fault avoidance: how to prevent, by construction, fault occurrence;

2. Fault tolerance: how to provide, by redundancy, service complying with the
service specification in spite of faults having occurred or are occurring;

3. Error removal: how to minimize, by verification, the presence of latent errors;

4. Error forecasting: how to estimate, by evaluation, the presence, creation, and
consequences of errors.

An innovation that improves both dependability and performance of storage sys-
tems is disk arrays. One argument for arrays is that potential throughput can be
increased by having many disk drives and, hence, many disk arms, rather than
one large drive with one disk arm. For example, upcoming Figure 7.32 on
page 544 shows how NFS throughput increases as the systems expand from 67
disks to 433 disks. Simply spreading data over multiple disks, called striping, au-
tomatically forces accesses to several disks. (Although arrays improve through-
put, latency is not necessarily improved.) The drawback to arrays is that with
more devices, dependability decreases: N devices generally have 1/N the reliabili-
ty of a single device.

Although a disk array would have more faults than a smaller number of larger
disks when each disk has the same reliability, dependability can be improved by
adding redundant disks to the array to tolerate faults. That is, if a single disk fails,
the lost information can be reconstructed from redundant information. The only
danger is in having another disk fail between the time the first disk fails and the
time it is replaced (termed mean time to repair, or MTTR). Since the mean time
to failure (MTTF) of disks is tens of years, and the MTTR is measured in hours,
redundancy can make the measured reliability of 100 disks much higher than that
of a single disk. These systems have become known by the acronym RAID, stand-
ing originally for redundant array of inexpensive disks, although some have re-
named it to redundant array of independent disks (see section 7.16).

7.5 RAID: Redundant Arrays of Inexpensive Disks
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The several approaches to redundancy have different overhead and perfor-
mance. Figure 7.17 shows the standard RAID levels. It shows how eight disks of
user data must be supplemented by redundant or check disks at each RAID level.
It also shows the minimum number of disk failures that a system would survive.

One problem is discovering when a disk faults. Fortunately, magnetic disks
provide information about their correct operation. As mentioned in section 7.2,
extra check information is recorded in each sector to discover errors within that
sector. As long as we transfer at least one sector and check the error detection in-
formation when reading sectors, electronics associated with disks will with very
high probability discover when a disk fails or loses information. 

 Another issue in the design of RAID systems is decreasing the mean time to
repair. This reduction is typically done by adding hot spares to the system: extra
disks that are not used in normal operation. When a failure occurs on an active
disk in a RAID, an idle hot spare is first pressed into service. The data missing
from the failed disk is then reconstructed onto the hot spare using the redundant
data from the other RAID disks. If this process is performed automatically,
MTTR is significantly reduced because waiting for the operator in the repair pro-
cess is no longer the pacing item (see section 7.9).

RAID level Minimum 
number of 
Disk faults 
survived

Example 
Data disks

Corre-
sponding 

Check disks

Corporations producing RAID 
products at this level

0 Non-redundant striped 0 8 0 Widely used

1 Mirrored 1 8 8 EMC, Compaq (Tandem), IBM

2 Memory-style ECC 1 8 4

3 Bit-interleaved parity 1 8 1 Storage Concepts

4 Block-interleaved parity 1 8 1 Network Appliance

5 Block-interleaved 
distributed parity

1 8 1 Widely used

6 P+Q redundancy 2 8 2

FIGURE 7.17 RAID levels, their fault tolerance, and their overhead in redundant disks. The paper that introduced the
term RAID [Patterson, Gibson, and Katz 1987] used a numerical classification that has become popular. In fact, the non-
redundant disk array is often called RAID 0, indicating the data is striped across several disks but without redundancy. Note
that mirroring (RAID 1) in this instance can survive up to 8 disk failures provided only one disk of each mirrored pair fails;
worst case is both disks in a mirrored pair. RAID 6 has a regular, RAID 5 parity block across drives along with a second
parity block on another drive. RAID 6 allows failure of any two drives, which is beyond the survival capability of a RAID 5. In
2001, there may be no commercial implementations of RAID 2 or RAID 6; the rest are found in a wide range of products.
RAID 0+1, 1+0, 01, and 10 are discussed in the text below.
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A related issue is hot swapping. Systems with hot swapping allow components
to be replaced shutting down the computer. Hence, a system with hot spares and
hot swapping need never go off-line; the missing data is constructed immediately
onto spares and the broken component is replaced to replenish the spare pool.

We cover here the most popular of these RAID levels; readers interested in
more detail should see the paper by Chen et al. [1994].

No Redundancy (RAID 0) 

This notation is refers to a disk array in which data is striped but there is no re-
dundancy to tolerate disk failure. Striping across a set of disks makes the collec-
tion appear to software as a single large disk, which simplifies storage
management. It also improves performance for large accesses, since many disks
can operate at once. Video editing systems, for example, often stripe their data.

RAID 0 something of a misnomer as there is no redundancy, it is not in the
original RAID taxonomy, and striping predates RAID. However, RAID levels are
often left to the operator to set when creating a storage system, and RAID 0 is of-
ten listed as one of the options. Hence, the term RAID 0 has become widely used. 

Mirroring (RAID 1) 

This traditional scheme for tolerating disk failure, called mirroring or shadowing,
uses twice as many disks as does RAID 0. Whenever data is written to one disk,
that data is also written to a redundant disk, so that there are always two copies of
the information. If a disk fails, the system just goes to the “mirror” to get the de-
sired information. Mirroring is the most expensive RAID solution, since it re-
quires the most disks.

One issue is how mirroring interacts with striping. Suppose you had, say, four
disks worth of data to store and eight physical disks to use. Would you create four
pairs of disks–each organized as RAID 1–and then stripe data across the four
RAID 1 pairs? Alternatively, would you create two sets of four disks–each orga-
nized as RAID 0–and then mirror writes to both RAID 0 sets? The RAID termi-
nology has evolved to call the former RAID 1+0 or RAID 10 (“striped mirrors”)
and the latter RAID 0+1 or RAID 01 (“mirrored stripes”).

Bit-Interleaved Parity (RAID 3)

The cost of higher availability can be reduced to 1/N, where N is the number of
disks in a protection group. Rather than have a complete copy of the original data
for each disk, we need only add enough redundant information to restore the lost
information on a failure. Reads or writes go to all disks in the group, with one
extra disk to hold the check information in case there is a failure. RAID 3 is pop-
ular in applications with large data sets, such as multimedia and some scientific
codes.
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Parity is one such scheme. Readers unfamiliar with parity can think of the re-
dundant disk as having the sum of all the data in the other disks. When a disk
fails, then you subtract all the data in the good disks from the parity disk; the re-
maining information must be the missing information. Parity is simply the sum
modulo two. The assumption behind this technique is that failures are so rare that
taking longer to recover from failure but reducing redundant storage is a good
trade-off.

 Just as direct-mapped associative placement in caches can be considered a
special case of set-associative placement (see section 5.2), the mirroring can be
considered the special case of one data disk and one parity disk (N = 1). Parity
can be accomplished in this case by duplicating the data, so mirrored disks have
the advantage of simplifying parity calculation. Duplicating data also means that
the controller can improve read performance by reading from the disk of the pair
that has the shortest seek distance. This optimization means the arms are no long-
er synchronized, however, and thus writes must now wait for the arm with the
longer seek. Of course, the redundancy of N = 1 has the highest overhead for in-
creasing disk availability.

Block-Interleaved Parity and Distributed Block-Interleaved Parity 
(RAID 4 and RAID 5)

Both these levels use the same ratio of data disks and check disks as RAID 3, but
they access data differently. The parity is stored as blocks and associated with a
set of data blocks.

In RAID 3, every access went to all disks. Some applications would prefer to
do smaller accesses, allowing independent accesses to occur in parallel. That is
the purpose of the next RAID levels. Since error-detection information in each
sector is checked on reads to see if data is correct, such “small reads” to each disk
can occur independently as long as the minimum access is one sector.

Writes are another matter. It would seem that each small write would demand
that all other disks be accessed to read the rest of the information needed to
recalculate the new parity, as in Figure 7.18. A “small write” would require read-
ing the old data and old parity, adding the new information, and then writing the
new parity to the parity disk and the new data to the data disk.

The key insight to reduce this overhead is that parity is simply a sum of infor-
mation; by watching which bits change when we write the new information, we
need only change the corresponding bits on the parity disk. Figure 7.18 shows the
shortcut. We must read the old data from the disk being written, compare old data
to the new data to see which bits change, read the old parity, change the corre-
sponding bits, then write the new data and new parity. Thus, the small write
involves four disk accesses to two disks instead of accessing all disks. This orga-
nization is RAID 4.

RAID 4 efficiently supports a mixture of large reads, large writes, small reads,
and small writes. One drawback to the system is that the parity disk must be up-
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dated on every write, so it is the bottleneck for back-to-back writes. To fix the
parity-write bottleneck, the parity information can be spread throughout all the
disks so that there is no single bottleneck for writes. The distributed parity orga-
nization is RAID 5. 

Figure 7.19 shows how data are distributed in RAID 4 vs. RAID 5. As the or-
ganization on the right shows, in RAID 5 the parity associated with each row of
data blocks is no longer restricted to a single disk. This organization allows mul-
tiple writes to occur simultaneously as long as the stripe units are not located in

FIGURE 7.18 Small write update on RAID 3 vs. RAID 4/ RAID5. This optimization for small writes reduces the number of
disk accesses as well as the number of disks occupied. This figure assumes we have four blocks of data and one block of
parity. The straightforward RAID 3 parity calculation at the top of the figure reads blocks D1, D2, and D3 before adding block
D0’ to calculate the new parity P’. (In case you were wondering, the new data D0’ comes directly from the CPU, so disks are
not involved in reading it.) The RAID 4/ RAID 5shortcut at the bottom reads the old value D0 and compares it to the new
value D0’ to see which bits will change. You then read to old parity P and then change the corresponding bits to form P’. The
logical function exclusive or does exactly what we want. This example replaces 3 disks reads (D1, D2, D3) and 2 disk writes
(D0’,P’) involving all the disks for 2 disk reads (D0,P) and 2 disk writes (D0’,P’) which involve just 2 disks. Increasing the size
of the parity group increases the savings of the shortcut. 
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the same disks. For example, a write to block 8 on the right must also access its
parity block P2, thereby occupying the first and third disks. A second write to
block 5 on the right, implying an update to its parity block P1, accesses the sec-
ond and fourth disks and thus could occur at the same time as the write to block
8. Those same writes to the organization on the left would result in changes to
blocks P1 and P2, both on the fifth disk, which would be a bottleneck.

P+Q redundancy (RAID 6)

Parity based schemes protect against a single, self-identifying failures. When a
single failure is not sufficient, parity can be generalized to have a second calcula-
tion over the data and another check disk of information. Yet another parity block
is added to allow recovery from a second failure. Thus, the storage overhead is
twice that of RAID 5. The small write shortcut of Figure 7.18 works as well, ex-
cept now there are six disk accesses instead of four to update both P and Q infor-
mation.

RAID Summary

The higher throughput, measured either as megabytes per second or as I/Os
per second, as well the ability to recover from failures make RAID attractive.
When combined with the advantages of smaller size and lower power of small-
diameter drives, RAIDs now dominate large-scale storage systems.
Publications of real error rates are rare for two reasons. First, academics rarely
have access to significant hardware resources to measure. Second, industrial re-

FIGURE 7.19 Block-interleaved parity (RAID 4) versus distributed block-interleaved
parity (RAID 5). By distributing parity blocks to all disks, some small writes can be performed
in parallel. 
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searchers are rarely allowed to publish failure information for fear that it would
be used against their companies in the marketplace. Below are four exceptions.

Berkeley’s Tertiary Disk

The Tertiary Disk project at the University of California created an art-image
server for the Fine Arts Museums of San Francisco. This database consists of
high quality images of over 70,000 art works. The database was stored on a clus-
ter, which consisted of 20 PCs containing 368 disks connected by a switched
Ethernet. It occupied in seven 7-foot high racks. 

7.6 Errors and Failures in Real Systems

Component Total in System Total Failed % Failed

SCSI Controller 44 1 2.3%

SCSI Cable 39 1 2.6%

SCSI Disk 368 7 1.9%

IDE Disk 24 6 25.0%

Disk Enclosure -Backplane 46 13 28.3%

Disk Enclosure - Power Supply 92 3 3.3%

Ethernet Controller 20 1 5.0%

Ethernet Switch 2 1 50.0%

Ethernet Cable 42 1 2.3%

CPU/Motherboard 20 0 0%

FIGURE 7.20 Failures of components in Tertiary Disk over eighteen months of oper-
ation. For each type of component, the table shows the total number in the system, the num-
ber that failed, and the percentage failure rate. Disk enclosures have two entries in the table
because they had two types of problems, backplane integrity failure and power supply failure.
Since each enclosure had two power supplies, a power supply failure did not affect availabil-
ity. This cluster of 20 PCs, contained in seven 7-foot high, 19-inch wide rack, hosts 368 8.4
GB, 7200 RPM, 3.5-inch IBM disks. The PCs are P6-200MHz with 96 MB of DRAM each.
They run FreeBSD 3.0 and the hosts are connected via switched 100 Mbit/second Ethernet.
All SCSI disks are connected to two PCs via double-ended SCSI chains to support RAID-
1.The primary application is called the Zoom Project, which in 1998 was the world's largest
art image database, with 72,000 images. See Talagala et al [2000].



7.6 Errors and Failures in Real Systems 521

Figure 7.20 shows the failure rates of the various components of Tertiary Disk.
In advance of building the system, the designers assumed that data disks would
be the least reliable part of the system, as they are both mechanical and plentiful.
Next would be the IDE disks, since there were fewer of them, then the power sup-
plies, followed by integrated circuits. They assumed that passive devices like ca-
bles would scarcely ever fail. 

Figure 7.20 shatters those assumptions. Since the designers followed the man-
ufacturer’s advice of making sure the disk enclosures had reduced vibration and
good cooling, the data disks were very reliable. In contrast, the PC chassis con-
taining the IDE disks did not afford the same environmental controls. (The IDE
disks did not store data, but help the application and operating system to boot the
PCs.) Figure 7.20 shows that the SCSI backplane, cables, and Ethernet cables
were no more reliable than the data disks themselves! 

As Tertiary Disk was a large system with many redundant components, it had
the potential to survive this wide range of failures. Components were connected
and mirrored images were placed no single failure could make any image un-
available. This strategy, which initially appeared to be overkill, proved to be vi-
tal.

This experience also demonstrated the difference between transient faults and
hard faults. Transient faults are faults that come and go, at least temporarily fix-
ing themselves. Hard faults stop the device from working properly, and will con-
tinue to misbehave until repaired. Virtually all the failures in Figure 7.20
appeared first as transient faults. It was up to the operator to decide if the behav-
ior was so poor that they needed to be replaced or if they could continue. In fact,
the word failure was not used; instead, the group borrowed terms normally used
for dealing with problem employees, with the operator deciding whether a prob-
lem component should or should not be fired. Section 7.14 gives examples of
transient and hard failures. 

Tandem

The next example comes from industry. Gray [1990] collected data on faults for
Tandem Computers, which was one of the pioneering companies in fault tolerant
computing. Figure 7.21 graphs the faults that caused system failures between
1985 and 1989 in absolute faults per system and in percentage of faults encoun-
tered. The data shows a clear improvement in the reliability of hardware and
maintenance. Disks in 1985 needed yearly service by Tandem, but they were re-
placed by disks that needed no scheduled maintenance. Shrinking number of
chips and connectors per system plus software’s ability to tolerate hardware
faults reduced hardware’s contribution to only 7% of failures by 1989. And when
hardware was at fault, software embedded in the hardware device (firmware) was
often the culprit. The data indicates that software in 1989 was the major source of
reported outages (62%), followed by system operations (15%).
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The problem with any such statistics are that these data only refer to what is
reported; for example, environmental failures due to power outages were not re-
ported to Tandem because they were seen as a local problem. Very difficult data
to collect is operations faults, because it relies on the operators to report personal
mistakes, which may affect the opinion of their managers, which in turn can af-
fect job security and pay raises. Gray believes both environmental faults and op-
erator faults are under-reported. His study concluded that achieving higher
availability requires improvement in software quality and software fault toler-
ance, simpler operations, and tolerance of operational faults.

FIGURE 7.21 Faults in Tandem between 1985 and 1989. Gray [1990] collected these data for the fault tolerant Tandem
computers based on reports of component failures by customers.
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VAX

The next example is also from industry. Murphy and Gent [1995] measured
faults in VAX systems. They classified faults as hardware, operating system, sys-
tem management, or application/networking. Figure 7.22 shows their data for
1985 and 1993. They tried to improve the accuracy of data on operator faults by
having the system automatically prompt the operator on each boot for the reason
for that reboot. They also classified consecutive crashes to the same fault as oper-
ator fault. Although they believe is operator error is still under-reported, they did
get more accurate information than did Gray who relied on a form that the opera-
tor filled out and then sent up the management chain. Note that the hardware/op-
erating system went from causing 70% of the failures in 1985 to 28% in 1993.
Murphy and Gent expected system management to be the primary dependability
challenge in the future.

FCC

The final set of data comes from the government. The Federal Communications
Commission (FCC) requires that all telephone companies submit explanations
when they experience an outage that affects at least 30,000 people or lasts thirty
minutes. These detailed disruption reports do not suffer from the self-reporting

FIGURE 7.22 Causes of system failures on Digital VAX systems between 1985 and 1993 collected by Murphy and
Gent [1995]. System management crashes include having several crashes for the same problem, suggesting that the prob-
lem was difficult for the operator to diagnose. It also included operator actions that directly resulted in crashes, such as giving
parameters bad values, bad configurations, and bad application installation. 
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problem of earlier figures, as investigators determine the cause of the outage rath-
er than operators of the equipment. Kuhn [1997] studied the causes of outages
between 1992 and 1994 and Enriquez [2001] did a follow-up study for the first
half of 2001. In addition to reporting number of outages, the FCC data includes
the number of customers affected and how long they were affected. Hence, we
can look at the size and scope of failures, rather than assuming that all are equally
important. Figure 7.23 plots the absolute and relative number of customer-outage
minutes for those years, broken into four categories: 

n Failures due to exceeding the network’s capacity (overload). 

n Failures due to people (human).

n Outages caused by faults in the telephone network software (software). 

n Switch failure, cable failure, and power failure (hardware). 

 Although there was a significant improvement in failures due to overloading
of the network over the years, failures due to humans increased, from about one
third to two thirds of the customer-outage minutes.

These four examples and others suggest that the primary cause of failures in
large systems today is faults by human operators. Hardware faults have declined
due to a decreasing number of chips in systems, reduced power, and fewer con-
nectors. Hardware dependability has improved through fault tolerance techniques
such as RAID. At least some operating systems are considering reliability impli-
cations before new adding features, so in 2001 the failures largely occur else-
where. 

Although failures may be initiated due to faults by operators, it is a poor re-
flection on the state of the art of systems that the process of maintenance and up-
grading are so error prone. Thus, the challenge for dependable systems of the
future is either to tolerate faults by operators or to avoid faults by simplifying the
tasks of system administration.

We have now covered the bedrock issue of dependability, giving definitions,
case studies, and techniques to improve it. The next step in the storage tour is per-
formance. We’ll cover performance metrics, queuing theory, and benchmarks.

I/O performance has measures that have no counterparts in CPU design. One of
these is diversity: Which I/O devices can connect to the computer system? An-
other is capacity: How many I/O devices can connect to a computer system?

In addition to these unique measures, the traditional measures of performance,
namely response time and throughput, also apply to I/O. (I/O throughput is some-
times called I/O bandwidth, and response time is sometimes called latency.) The

7.7 I/O Performance Measures
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FIGURE 7.23 Failures in the Public Switched Telephone Network according to the FCC in 1992-94 and 2001. Note
that in both absolute and relative terms that overload outages shrank and outages due to human error increased, with human
error responsible for two-thirds of the outages for this graph in 2001. These charts leave out two categories collected by
Kuhn [1997] and Enriquez [2001], vandalism and nature. Vandalism is less than 1% of customer minutes, and was not in-
cluded because it was too small to plot. Nature is a very significant cause of outages in PSTN, as fires and floods can be
extensive and their damage take a while to repair. Nature was not included because it has little relevance for indication of
failures in computer systems. Customer-minutes multiplies the number of customers potentially affected by the length of the
outage to indicate the size of the outage. Enriquez [2001] also reports blocked calls, which means calls that could not be
made due to the outage. Blocked calls differentiate impact of outages during the middle of the day versus in 2001the middle
of the night. Blocked-call data also suggests human error is the most important challenge for outages.
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next two figures offer insight into how response time and throughput trade off
against each other. Figure 7.24 shows the simple producer-server model. The pro-
ducer creates tasks to be performed and places them in a buffer; the server takes
tasks from the first-in-first-out buffer and performs them. 

Response time is defined as the time a task takes from the moment it is placed
in the buffer until the server finishes the task. Throughput is simply the average
number of tasks completed by the server over a time period. To get the highest
possible throughput, the server should never be idle, and thus the buffer should
never be empty. Response time, on the other hand, counts time spent in the buffer
and is therefore minimized by the buffer being empty.

Another measure of I/O performance is the interference of I/O with CPU exe-
cution. Transferring data may interfere with the execution of another process.
There is also overhead due to handling I/O interrupts. Our concern here is how
much longer a process will take because of I/O for another process.

Throughput versus Response Time 

Figure 7.25 shows throughput versus response time (or latency) for a typical I/O
system. The knee of the curve is the area where a little more throughput results in
much longer response time or, conversely, a little shorter response time results in
much lower throughput. 

How does the architect balance these conflicting demands? If the computer is
interacting with human beings, Figure 7.26 suggests an answer. This figure
presents the results of two studies of interactive environments: one keyboard
oriented and one graphical. An interaction, or transaction, with a computer is
divided into three parts:

FIGURE 7.24 The traditional producer-server model of response time and through-
put. Response time begins when a task is placed in the buffer and ends when it is completed
by the server. Throughput is the number of tasks completed by the server in unit time.

Producer Server

Queue
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1. Entry time—The time for the user to enter the command. The graphics system
in Figure 7.26 required 0.25 seconds on average to enter a command versus
4.0 seconds for the keyboard system.

2. System response time—The time between when the user enters the command
and the complete response is displayed.

3. Think time—The time from the reception of the response until the user begins
to enter the next command.

The sum of these three parts is called the transaction time. Several studies report
that user productivity is inversely proportional to transaction time; transactions
per hour are a measure of the work completed per hour by the user.

The results in Figure 7.26 show that reduction in response time actually de-
creases transaction time by more than just the response time reduction. Cutting
system response time by 0.7 seconds saves 4.9 seconds (34%) from the conven-
tional transaction and 2.0 seconds (70%) from the graphics transaction. This im-
plausible result is explained by human nature: People need less time to think
when given a faster response. 

FIGURE 7.25  Throughput versus response time. Latency is normally reported as re-
sponse time. Note that the minimum response time achieves only 11% of the throughput,
while the response time for 100% throughput takes seven times the minimum response time.
Note that the independent variable in this curve is implicit: To trace the curve, you typically
vary load (concurrency). Chen et al. [1990] collected these data for an array of magnetic
disks.
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Whether these results are explained as a better match to the human attention
span or getting people “on a roll,” several studies report this behavior. In fact, as
computer response times drop below one second, productivity seems to make a
more than linear jump. Figure 7.27 compares transactions per hour (the inverse of
transaction time) of a novice, an average engineer, and an expert performing
physical design tasks on graphics displays. System response time magnified tal-
ent: a novice with subsecond system response time was as productive as an
experienced professional with slower response, and the experienced engineer in
turn could outperform the expert with a similar advantage in response time. In all
cases the number of transactions per hour jumps more than linearly with subsec-
ond response time.

Since humans may be able to get much more work done per day with better re-
sponse time, it is possible to attach an economic benefit to lowering response
time into the subsecond range [IBM 1982]. This assessment helps the architect
decide how to tip the balance between response time and throughput.

Although these studies were on older machines, people’s patience has not
changed. Its is still a problem today as response times are often still much longer
than a second, even if hardware is 1000 times faster. Examples of long delays
starting an application on a desktop PC due to include many disk I/Os or network
delays when clicking on WWW links.

FIGURE 7.26 A user transaction with an interactive computer divided into entry time,
system response time, and user think time for a conventional system and graphics
system. The entry times are the same, independent of system response time. The entry time
was 4 seconds for the conventional system and 0.25 seconds for the graphics system. (From
Brady [1986].)
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Response Time vs. Throughput in Benchmarks

I/O benchmarks offer another perspective on the response time vs. throughput
trade-off. Figure 7.28 shows the response time restrictions for three I/O bench-
marks. The two reporting approaches report maximum throughput given either
that 90% of response times must be less than a limit or that the average response
time must be less than a limit.     

   

FIGURE 7.27 Transactions per hour versus computer response time for a novice, ex-
perienced engineer, and expert doing physical design on a graphics system. Trans-
actions per hour are a measure of productivity. (From IBM [1982].)

I/O Benchmark Response Time Restriction Throughput Metric

TPC-C: Complex Query 
OLTP

≥ 90% of transaction must meet response time limit; 
5 seconds for most types of transactions

new order transactions per 
minute

TPC-W: Transactional web 
benchmark

≥ 90%of web interactions must meet response time 
limit; 3 seconds for most types of web interactions 

web interactions 
per second

SPECsfs97 Average response time ≤ 40 milliseconds NFS operations per second

FIGURE 7.28 Response time restrictions for three I/O Benchmarks. 
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In processor design we have simple back-of-the-envelope calculations of perfor-
mance associated with the CPI formula in Chapter 1. The next step in accuracy is
full-scale simulation of the system, which is considerably more work. In I/O sys-
tems we also have a best case analysis as a back-of-the-envelope calculation, and
again full scale simulation is also much more accurate and much more work to
calculate expected performance.

With I/O systems, however, we also have a mathematical tool to guide I/O de-
sign that is a little more work and much more accurate than best case analysis,
but much less work than full scale simulation. Because of the probabilistic nature
of I/O events and because of sharing of I/O resources, we can give a set of simple
theorems that will help calculate response time and throughput of an entire I/O
system. This helpful field is called queuing theory. Since there are many books
are courses on the subject, this section serves only as a first introduction to the
topic; interested readers should see section 7.16 to learn more.

Let’s start with a black box approach to I/O systems, as in Figure 7.29. In our
example, the CPU is making I/O requests that arrive at the I/O device, and the re-
quests “depart” when the I/O device fulfills them.

We are usually interested in the long term, or steady state, of a system rather
than in the initial start-up conditions. Suppose we weren’t. Although there is a
mathematics that helps (Markov chains), except for a few cases, the only way to
solve the resulting equations. Since the purpose of this section is to show some-
thing a little harder than back-of-the-envelope calculations but less than simula-
tion, we won’t cover such analyses here. (Interested readers should follow the
references at the end of this chapter.) 

7.8 A Little Queuing Theory

FIGURE 7.29 Treating the I/O system as a black box. This leads to a simple but important
observation: If the system is in steady state, then the number of tasks entering the systems
must equal the number of tasks leaving the system. This flow-balanced state is necessary but
not sufficient for steady state. If the system has been observed or measured for a sufficiently
long time and mean waiting times stabilize, then we say that the system has reached steady
state.

Arrivals Departures
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Hence, in this section we make the simplifying assumption that we are evalu-
ating systems with multiple independent requests for I/O service that are in equi-
librium: the input rate must be equal to the output rate. We also assume there is a
steady supply of tasks, for in many real systems the task consumption rate is de-
termined by system characteristics such as capacity. TPC-C is one example.

This leads us to Little’s Law, which relates the average number of tasks in the
system, the average arrival rate of new tasks, and the average time to perform a
task:

Little’s Law applies to any system in equilibrium, as long as nothing inside the
black box is creating new tasks or destroying them. Note that the arrival rate and
the response time must use the same time unit; inconsistency in time units is a
common cause of errors. 

Let’s try to derive Little’s Law. Assume we observe a system for Timeobserve
minutes. During that observation, we record how long it took each task to be ser-
viced, and then sum those times. The number of tasks completed during Timeob-

serve is Numbertask, and the sum of waiting times is Timeaccumulated. Then 

Algebra lets us split the first formula:

Since the following definitions hold

if we substitute these three definitions in the formula above, and swap the result-
ing two terms on the right hand side, we get Little’s Law.

Mean number of tasks in system Arrival rate Mean response time×=

Mean number of tasks in system
Timeaccumulated

Timeobserve
---------------------------------------

=

Mean response time
Timeaccumulated

Numbertasks
---------------------------------------

=

Timeaccumulated
Timeobserve

---------------------------------------

Timeaccumulated
Numbertasks

---------------------------------------

Numbertasks
Timeobserve
------------------------------×=

Mean number of tasks in system
Timeaccumulated

Timeobserve
---------------------------------------

=

Mean response time
Timeaccumulated

Numbertasks
---------------------------------------

=

Arrival rate
Numbertasks
Timeobserve
------------------------------

=

Mean number of tasks in system Arrival rate Mean response time×=
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This simple equation is surprisingly powerful, as we shall see. 
If we open the black box, we see Figure 7.30. The areas where the tasks accu-

mulate, waiting to be serviced, is called the queue, or waiting line, and the device
performing the requested service is called the server. Until we get to the last two
pages of this section, we assume a single server.

Little’s Law and a series of definitions lead to several useful equations:

Timeserver—Average time to service a task; average service rate is 1/Timeserver, 
traditionally represented by the symbol µ in many queueing texts.

Timequeue—Average time per task in the queue.

Timesystem—Average time/task in the system, or the response time, the sum of 
Timequeue and Timeserver.

Arrival rate—Average number of arriving tasks/second, traditionally repre-
sented by the symbol  in many queueing texts.

Lengthserver—Average number of tasks in service.

Lengthqueue—Average length of queue.

Lengthsystem—Average number of tasks in system, the sum of Lengthqueue and 
Lengthserver.

One common misunderstanding can be made clearer by these definitions:
whether the question is how long a task must wait in the queue before service
starts (Timequeue) or how long a task takes until it is completed (Timesystem). The
latter term is what we mean by response time, and the relationship between the
terms is Timesystem = Timequeue + Timeserver.

The mean number of tasks in service (Lengthserver) is simply
, which is Little’s Law. Server utilization is simply the

mean number of tasks being serviced divided by by the service rate. For a single
server, the service rate is . Server utilization (and, in this case, the
mean number of tasks per server) is simply

FIGURE 7.30 The single server model for this section. In this situation, an I/O request
“departs” by being completed by the server.

Arrivals

Queue Server

I/O controller
& device

λ

Arrival rate Timeserver×

1 Timeserver⁄



7.8 A Little Queuing Theory 533

The value must be between 0 and 1, for otherwise there would be more tasks ar-
riving than could be serviced, violating our assumption that the system is in equi-
librium. Note that this formula is just a restatement of Little’s Law. Utilization is
also called traffic intensity and is represented by the symbol  in many texts.

E X A M P L E Suppose an I/O system with a single disk gets on average 50 I/O requests 
per second. Assume the average time for a disk to service an I/O request 
is10 ms. What is the utilization of the I/O system?

A N S W E R Using the equation above, with 10 ms represented as 0.01 seconds:

Therefore, the I/O system utilization is 0.5. n

How the queue delivers tasks to the server is called the queue discipline. The
simplest and most common discipline is first-in-first-out (FIFO). If we assume
FIFO, we can relate time waiting in the queue to the mean number of tasks in the
queue:

That is, the time in the queue is the number of tasks in the queue times the mean
service time plus the time it takes the server to complete whatever task is being
serviced when a new task arrives. (There is one more restriction about the arrival
of tasks, which we reveal on page 534.)

The last component of the equation is not as simple as it first appears. A new
task can arrive at any instant, so we have no basis to know how long the existing
task has been in the server. Although such requests are random events, if we
know something about the distribution of events we can predict performance. 

To estimate the last component of the formula we need to know a little about
distributions of random variables. A variable is random if it takes one of a speci-
fied set of values with a specified probability; that is, you cannot know exactly
what its next value will be, but you may know the probability of all possible val-
ues. 

Requests for service from an I/O system can be modeled by a random variable
because the operating system is normally switching between several processes
that generate independent I/O requests. We also model I/O service times by a ran-
dom variable given the probabilistic nature of disks in terms of seek and rotation-
al delays. 

Server utilization Arrival rate Timeserver×=

ρ

Server utilization Arrival rate Timeserver× 50
sec------- 0.01sec× 0.50= = =

Timequeue Lengthqueue Timeserver
Mean time to complete service of task when new task arrives if server is busy 

+×=
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One way to characterize the distribution of values of a random variable with
discrete values is a histogram, which divides the range between the minimum and
maximum values into subranges called buckets. Histograms then plot the number
in each bucket as columns. Histograms work well for distributions that are dis-
crete values—for example, the number of I/O requests. For distributions that are
not discrete values, such as time waiting for an I/O request, we have two choices.
Either we need a curve to plot the values over the full range, so that we can accu-
rately estimate the value, or we need a very fine time unit so that we get a very
large number of buckets to accurately estimate time. For example, a histogram
can be built of disk service times measured in intervals of ten microseconds al-
though disk service times are truly continuous. 

Hence, to be able to solve the last part of the equation above we need to char-
acterize the distribution of this random variable. The mean time and some mea-
sure of the variance are sufficient for that characterization. 

For the first term, we use the arithmetic mean time (see page 26 in Chapter 1
for a slightly different version of the formula). Let’s first assume after measuring
the number of occurrences, say ni, of tasks one could compute frequency of oc-
currence of task i:

Then arithmetic mean is:

where Ti is the time for task i and fi is the frequency of occurrence of task i. 
To characterize variability about the mean, many people use the standard devi-

ation. Let’s use the variance instead, which is simply the square of the standard
deviation, as it will help us with characterizing the probability distribution. Given
the arithmetic mean, the variance can be calculated as

It is important to remember the units when computing variance. Let’s assume the
distribution is of time. If time is on the order of 100 milliseconds, then squaring it
yields 10,000 square milliseconds. This unit is certainly unusual. It would be
more convenient if we had a unitless measure.

To avoid this unit problem, we use the squared coefficient of variance, tradi-
tionally called C2:

f i ni ni
i 1=

n

∑ 
 
 

⁄=

Arithmetic mean time f 1 T1× f 2 T2× … f n Tn×+ + +=

Variance f 1 T1
2× f 2 T2

2× … f n Tn
2×+ + +( ) Arithmetic mean time

2
–=

C
2 Variance

Arithmetic  mean time
2---------------------------------------------------------

=
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We can solve for C, the coefficient of variance, as

We are trying to characterize random events, but to be able to predict perfor-
mance we need a distribution of random events where the mathematics is tracta-
ble. The most popular such distribution is the exponential distribution, which has
a C value of 1. 

Note that we are using a constant to characterize variability about the mean.
The invariance of C over time reflects the property that the history of events has
no impact on the probability of an event occurring now. This forgetful property is
called memoryless, and this property is an important assumption used to predict
behavior using these models. (Suppose this memoryless property did not exist;
then we would have to worry about the exact arrival times of requests relative to
each other, which would make the mathematics considerably less tractable!)

One of the most widely used exponential distributions is called a Poisson dis-
tribution, named after the mathematician Simeon Poisson. It is used to character-
ize random events in a given time interval, and has several desirable
mathematical properties. The Poisson distribution is described by the following
equation (called the probability mass function):

where . If interarrival times are exponentially dis-
tributed and we use Arrival rate from above for rate of events, the number of ar-
rivals in a time interval t is a Poisson process, which has the Poisson distribution
with  . As mentioned on page 533, the equation for Timeserver
had another restriction on task arrival: it holds only for Poisson processes.

Finally, we can answer the question about the length of time a new task must
wait for the server to complete a task, called the average residual service time,
which again assumes Poisson arrivals:

Although we won’t derive this formula, we can appeal to intuition. When the dis-
tribution is not random and all possible values are equal to the average, the stan-
dard deviation is 0 and so C is 0. The average residual service time is then just
half the average service time, as we would expect. If the distribution is random
and it is Poisson, then C is 1 and the average residual service time equals the
weighted mean time.

C Variance
Arithmetic  mean time------------------------------------------------------

Standard deviation
Arithmetic  mean time------------------------------------------------------

= =

probability k( ) e
a–

a
k×

k!--------------------
=

a rate of events elapsed time×=

a Arrical rate t×=

Average residual service time 1 2 Weighted mean time 1 C
2

+( )××⁄=
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E X A M P L E Using the definitions and formulas above, derive the average time waiting 
in the queue (Timequeue) in terms of the average service time (Timeserver) 
and server utilization.

A N S W E R All tasks in the queue (Lengthqueue) ahead of the new task must be com-
pleted before the task can be serviced; each takes on average Timeserver. 
If a task is at the server, it takes average residual service time to complete. 
The chance the server is busy is server utilization, hence the expected 
time for service is Server utilization × Average residual service time. This 
leads to our initial formula:

Replacing average residual service time by its definition and Lengthqueue 
by Arrival rate × Timequeue yields

Since this section is concerned with exponential distributions, C2 is 1. 
Thus

Rearranging the last term, let us replace Arrival rate × Timeserver by Server 
utilization:

Rearranging terms and simplifying gives us the desired equation:

n

Little’s Law can be applied to the components of the black box as well, since
they must also be in equilibrium:

Timequeue Lengthqueue Timeserver× Server utilization Average residual service time×+=

Timequeue Server utilization 1 2 Timeserver 1 C
2

+( )××⁄( )× Arrival rate Timequeue×( ) Timeserver×+=

Timequeue Server utilization Timeserver× Arrival rate Timequeue×( ) Timeserver×+=

Timequeue Server utilization Timeserver× Arrival rate Timeserver×( ) Timequeue×+=

Server utilization Timeserver× Server utilization Timequeue×+=

Timequeue Server utilization Timeserver× Server utilization Timequeue×+=

Timequeue Server utilization Timequeue×– Server utilization Timeserver×=

Timequeue 1 Server utilization–( )× Server utilization Timeserver×=

Timequeue Timeserver
Server utilization

1 Server utilization–( )-------------------------------------------------------×=

Lengthqueue Arrival rate Timequeue×=
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If we substitute for Timequeue from above, we get

Since , we can simplify further:

E X A M P L E For the system in the example on page 533, which has a Server utilization 
of 0.5, what is the mean number of I/O requests in the queue?

A N S W E R Using the equation above,

So there are 0.5 requests on average in the queue. n

As mentioned above, these equations and this section are based on an area of
applied mathematics called queuing theory, which offers equations to predict be-
havior of such random variables. Real systems are too complex for queuing theo-
ry to provide exact analysis, and hence queuing theory works best when only
approximate answers are needed. 

Queuing theory makes a sharp distinction between past events, which can be
characterized by measurements using simple arithmetic, and future events, which
are predictions requiring more sophisticated mathematics. In computer systems,
we commonly predict the future from the past; one example is least recently used
block replacement (see Chapter 5). Hence, the distinction between measurements
and predicted distributions is often blurred; we use measurements to verify the
type of distribution and then rely on the distribution thereafter.

Let’s review the assumptions about the queuing model:

n The system is in equilibrium.

n The times between two successive requests arriving, called the interarrival
times, are exponentially distributed, which characterizes the arrival rate men-
tioned above.

n The number of sources of requests is unlimited (this is called an infinite popu-
lation model in queuing theory; finite population models are used when sys-
tems are not in equilibrium).

n The server can start on the next job immediately after finishing with the prior
one.

n There is no limit to the length of the queue, and it follows the first-in-first-out
order discipline, so all tasks in line must be completed.

Lengthqueue Arrival rate Timeserver
Server utilization

1 Server utilization–( )-------------------------------------------------------××=

Arrival rate Timeserver× Server utilization=

Lengthqueue Server utilization
Server utilization

1 Server utilization–( )-------------------------------------------------------× Server utilization
2

1 Server utilization–( )-------------------------------------------------------
= =

Lengthqueue
Server utilization

2

1 Server utilization–( )-------------------------------------------------------
0.5

2

1 0.5–( )---------------------
0.25
0.50----------

0.5= = = =
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n There is one server

Such a queue is called M/M/1:

M = exponentially random request arrival (C2 = 1), with M standing for A. A. 
Markov, the mathematician who defined and analyzed the memoryless pro-
cesses mentioned above

M = exponentially random request arrival (C2 = 1), with M again for Markov

1 = single server

The M/M/1 model is a simple and widely used model.
The assumption of exponential distribution is commonly used in queuing

examples for three reasons, one good, one fair, and one bad. The good reason is
that a superposition of many arbitrary distributions acts as an exponential distribu-
tion. Many times in computer systems, a particular behavior is the result of many
components interacting, so an exponential distribution of interarrival times is the
right model. The fair reason is that when variability is unclear, an exponential dis-
tribution with intermediate variability (C = 1) is a safer guess than low variability
(C ≈ 0) or high variability (large C). The bad reason is that the math is simpler if
you assume exponential distributions.

Let’s put queuing theory to work in a few examples.

E X A M P L E Suppose a processor sends 10 disk I/Os per second, these requests are 
exponentially distributed, and the average service time of an older disk is 
20 ms. Answer the following questions:

1. On average, how utilized is the disk?

2. What is the average time spent in the queue?

3. What is the average response time for a disk request, including the 
queuing time and disk service time?

A N S W E R Let’s restate these facts:

Average number of arriving tasks/second is 40.

Average disk time to service a task is 20 ms (0.02 sec).

The server utilization is then

Since the service times are exponentially distributed, we can use the sim-
plified formula for the average time spent waiting in line:

Server utilization Arrival rate Timeserver× 40 0.02× 0.8= = =

Timequeue Timeserver
Server utilization

1 Server utilization–( )-------------------------------------------------------× 20 ms
0.8

1 0.8–----------------× 20
0.8
0.2-------× 20 4× 80 ms= = = = =
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The average response time is

Thus, on average we spend 80% of our time waiting in the queue!
n

E X A M P L E Suppose we get a new, faster disk. Recalculate the answers to the ques-
tions above, assuming the disk service time is 10 ms.

A N S W E R The disk utilization is then

The formula for the average time spent waiting in line:

The average response time is 10 + 6.7 ms or 16.7 ms, 6.0 times fast-
er than the old response time even though the new service time is only 
2.0 times faster. n

Thus far, we have been assuming a single server, such as a single disk. Many
real systems have multiple disks and hence could use multiple servers. Such a
system is called a M/M/m model in queueing theory.

Let’s give the same formulas for the M/M/m queue, using Nservers to represent
the number of servers. The first two formulas are easy:

The time waiting in the queue is 

,

This formula is related to the one for M/M/1, except we replace utilization of a
single server with the probability of that a task will be queued as opposed to be-
ing immediately serviced, and divide the time in queue by the number of servers.
Alas, calculating the probability of jobs being in the queue when there are Nservers
servers is much more complicated. First, the probability that there are no tasks in
the system is:

Timequeue Timeserver 80 20 ms 100 ms=+=+

Server utilization Arrival rate Timeserver× 40 0.01× 0.4= = =

Timequeue Timeserver
Server utilization

1 Server utilization–( )-------------------------------------------------------× 10 ms
0.4

1 0.4–----------------× 10
0.4
0.6-------× 10

2
3---

× 6.7 ms= = = = =

Utilization
Arrival rate Timeserver×

Nservers
---------------------------------------------------------------

=

Lengthqueue Arrival rate Timequeue×=

Timequeue Timeserver

Ptasks Nservers≥

Nservers 1 Utilization–( )×-----------------------------------------------------------------×=



540 Chapter 7   Storage Systems

Then the probability there are as many or more tasks than we have servers is:

Note that if Nservers is 1, Probtask ≥ Nservers simplifies back to Utilization, and we get
the same formula as for M/M/1.

Let’s try an example. 

E X A M P L E Suppose instead of a new, faster disk, we add a second slow disk, and 
duplicate the data so that reads can be serviced by either disk. Let’s as-
sume that the requests are all reads. Recalculate the answers to the 
questions above, this time using a M/M/m queue.

A N S W E R The average utilization of the two disks is then

We first calculate the probability of no tasks in the queue:

We use this result to calculate the probability of tasks in the queue:

Prob0 tasks 1
Nservers Utilization×( )

Nservers

Nservers! 1 Utilization–( )×--------------------------------------------------------------------------

Nservers Utilization×( )n

n!-----------------------------------------------------------

n 1=

Nservers 1–

∑+ +

1–

=

Probtasks Nservers≥
Nservers Utilization×

Nservers

Nservers! 1 Utilization–( )×--------------------------------------------------------------------- Prob0 tasks×=

Server utilization
Arrival rate Timeserver×

Numberservers
---------------------------------------------------------------

40 0.02×
2----------------------

0.4= = =

Prob0 tasks 1 2 Utilization×( )2

2! 1 Utilization–( )×--------------------------------------------------

2 Utilization×( )n

n!------------------------------------------

n 1=

1

∑+ +

1–

=

1 2 0.4×( )2

2 1 0.4–( )×------------------------------
2 0.4×( )+ +

1–
1 0.640

1.2-------------
0.800+ +

1–
==

1 0.533 0.800+ +[ ] 1–
2.333

1–
==

Probtasks Nservers≥
2 Utilization× 2

2! 1 Utilization–( )×-------------------------------------------------- Prob0 tasks×=

2 0.4×( )2

2 1 0.4–( )×------------------------------ 2.333
1–× 0.640

1.2------------- 2.333
1–×==

0.533 2.333⁄ 0.229==
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Finally, the time waiting in the queue:

The average response time is 20 + 3.8 ms or 23.8 ms. For this work-
load, two disks cut the queue waiting time by a factor of 21 over a single 
slow disk and a factor of 1.75 versus a single fast disk. The mean service 
time of a system with a single fast disk, however, is still 1.4 times faster 
than one with two disks since the disk service time is 2.0 times faster. n

Section 7.11 and the exercises have other examples using queuing theory to
predict performance.

The prior subsection tries to predict the performance of storage subsystems. We
also need to measure the performance of real systems to collect the values of
parameters needed for prediction, to determine if the queuing theory assumptions
hold, and to suggest what to do if the assumptions don’t hold. Benchmarks help.

Transaction Processing Benchmarks

Transaction processing (TP, or OLTP for on-line transaction processing) is chiefly
concerned with I/O rate: the number of disk accesses per second, as opposed to
data rate, measured as bytes of data per second. TP generally involves changes to
a large body of shared information from many terminals, with the TP system guar-
anteeing proper behavior on a failure. Suppose, for example, a bank’s computer
fails when a customer tries to withdraw money. The TP system would guarantee
that the account is debited if the customer received the money and that the account
is unchanged if the money was not received. Airline reservations systems as well
as banks are traditional customers for TP.

As mentioned in Chapter 1, two dozen members of the TP community con-
spired to form a benchmark for the industry and, to avoid the wrath of their legal
departments, published the report anonymously [1985]. This report led to the
Transaction Processing Council, which in turn has led to seven benchmarks since
its founding. 

7.9 Benchmarks of Storage Performance 
and Availability
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Ptasks Nservers≥

Nservers 1 Utilization–( )×-----------------------------------------------------------------×=

0.020
0.229

2 1 0.4–( )×------------------------------× 0.020
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1.2-------------×==

0.020 0.190× 0.0038==



542 Chapter 7   Storage Systems

Figure 7.31 summarizes these benchmarks. Let’s describe TPC-C to give the
flavor of these benchmarks. TPC-C uses a database to simulate an order-entry en-
vironment of a wholesale supplier, including entering and delivering orders, re-
cording payments, checking the status of orders, and monitoring the level of
stock at the warehouses. It runs five concurrent transactions of varying complexi-
ty, and the database includes nine tables with a scalable range of records and cus-
tomers. TPC-C is measured in transactions per minute (tpmC) and in price of
system, including hardware, software, and three years of maintenance support.

These TPC benchmarks were either the first, and in some cases still the only
ones, that have these unusual characteristics:

n Price is included with the benchmark results. The cost of hardware, software,
and five-year maintenance agreements is included in a submission, which en-
ables evaluations based on price-performance as well as high performance.

n The data set generally must scale in size as the throughput increases. The
benchmarks are trying to model real systems, in which the demand on the sys-
tem and the size of the data stored in it increase together. It makes no sense, for
example, to have thousands of people per minute access hundreds of bank ac-
counts.

n The benchmark results are audited. Before results can be submitted, they must
be approved by a certified TPC auditor, who enforces the TPC rules that try to
make sure that only fair results are submitted. Results can be challenged and
disputes resolved by going before the TPC council.

n Throughput is the performance metric but response times are limited. For ex-
ample, with TPC-C, 90% of the New-Order transaction response times must be
less than 5 seconds.

Benchmark Data Size (GB) Performance Metric Date of First Results

A: Debit Credit (retired) 0.1 to 10 transactions per second July, 1990

B: Batch Debit Credit (retired) 0.1 to 10 transactions per second July, 1991

C: Complex Query OLTP 100 to 3000 
(minimum 0.07 * tpm)

new order transactions 
per minute

September, 1992

D: Decision Support (retired) 100, 300, 1000 queries per hour December, 1995

H: Ad hoc decision support 100, 300, 1000 queries per hour October, 1999

R: Business reporting decision support 1000 queries per hour August, 1999

W: Transactional web benchmark ≈ 50, 500 web interactions 
per second

July, 2000

FIGURE 7.31 Transaction Processing Council Benchmarks. The summary results include both the performance metric
and the price-performance of that metric. TPC-A, TPC-B, and TPC-D were retired.
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n An independent organization maintains the benchmarks. Dues collected by
TPC pay for an administrative structure including a Chief Operating Office.
This organization settles disputes, conducts mail ballots on approval of changes
to benchmarks, hold board meetings, and so on.

SPEC System-Level File Server (SFS) and Web Benchmarks

The SPEC benchmarking effort is best known for its characterization of proces-
sor performance, but has created benchmarks for other fields as well. In 1990
seven companies agreed on a synthetic benchmark, called SFS, to evaluate sys-
tems running the Sun Microsystems network file service NFS. This benchmark
was upgraded to SFS 2.0 (also called SPEC SFS97) to include support for NSF
version 3, using TCP in addition to UDP as the transport protocol, and making
the mix of operations more realistic. Measurements on NFS systems to propose a
reasonable synthetic mix of reads, writes, and file operations such as examining a
file. SFS supplies default parameters for comparative performance. For example,
half of all writes are done in 8-KB blocks and half are done in partial blocks of 1,
2, or 4 KB. For reads, the mix is 85% full blocks and 15% partial blocks.

Like TPC-C, SFS scales the amount of data stored according to the reported
throughput: For every 100 NFS operations per second, the capacity must increase
by 1 GB. It also limits the average response time, in this case to 40 ms. Figure
7.32 shows average response time versus throughput for four systems. Unfortu-
nately, unlike the TPC benchmarks, SFS does not normalize for different price
configurations. The fastest system in Figure 7.32 has 7 times the number of CPUs
and disks as the slowest system, but SPEC leaves it to you to calculate price ver-
sus performance. As performance scaled to new heights, SPEC discovered bugs
in the benchmark that impact the amount of work done during the measurement
periods. Hence, it was retired in June 2001.

SPEC WEB is a benchmark for evaluating the performance of World Wide
Web servers. The SPEC WEB99 workload simulates accesses to a web service
provider, where the server supports home pages for several organizations. Each
home page is a collection of files ranging in size from small icons to large docu-
ments and images, with some files being more popular than others. The workload
defines four sizes of files and their frequency of activity:

n less than 1 KB, representing an small icon: 35% of activity

n 1 to 10 KB: 50% of activity

n 10 to 100 KB: 14% of activity

n 100 KB to 1 MB: representing a large document and image,1% of activity

For each home page, there are nine files in each of the four classes. 
The workload simulates dynamic operations such as rotating advertisements

on a web page, customized web page creation, and user registration. The work-
load is gradually increased until the server software is saturated with hits and the
response time degrades significantly. 
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Figure 7.33 shows results for Dell computers. The performance result repre-
sents the number of simultaneous connections the web server can support using
the predefined workload. As the disk system is the same, it appears that the large
memory is used for a file cache to reduce disk I/O. Although memory of this size
may be common in practice, it lessens the role for SPEC WEB99 as a storage
benchmark. Note that with a single processor the HTTP web server software and
operating system make a significant difference in performance, which grows as
the number of processors increase. A dual processor running TUX/Linux is faster
than a quad processor running IIS/Windows 2000.

FIGURE 7.32 SPEC sfs97 performance for four EMC Celerra 507 NFS servers: 2, 4, 8, and 14 CPUs provided 15,723,
32,049, 61,809, and 104,607 ops per second. Each processor had its own file system running across about 30 disks. Re-
ported in June 2000, these systems all used DART v2.1.15.200 operating system, 700 MHz Pentium III microprocessors,
0.5 GB of DRAM per processor, and Seagate Cheetah 36GB disks. The total number of disks per system was 67, 133, 265,
and 433, respectively. These disks were connected using six Symmetrix Model 8430 disk controllers. The 40-ms average
response time limit imposed by SPECsfs97 was not an issue for these machines. The benchmark was retired in June 2001
after bugs were uncovered that affect the comparability of results, which is a serious bug for a benchmark! For more infor-
mation, see www.spec.org/osg/sfs97/sfs97_notice.html

0

1

2

3

4

5

6

7

8

9

1 0

0 30000 60000 90000 120000

SPECsfs97.v3 Ops/sec

Overall 
response 

time
 (ms)

2 CPUs 4 CPUs 8 CPUs 14 CPUs



7.9 Benchmarks of Storage Performance and Availability 545

Examples of Benchmarks of Dependability and Availability

The TPC-C benchmark does in fact have a dependability requirement. The
benchmarked system must be able to handle a single disk failure, which means in
practice that all submitters are running some RAID organization in their storage
system.

Relatively recent efforts have focused on the effectiveness on fault-tolerance
in systems. Brown et al [2000] propose that availability be measured by examin-
ing the variations in system quality of service metrics over time as faults are in-
jected into the system. For a web server the obvious metrics are performance,
measured as requests satisfied per second and degree of fault-tolerance, measured
as the number of faults that can be tolerated by the storage subsystem, network
connection topology, and so forth.

The initial experiment injected a single fault––such as a disk sector write er-
ror––and recorded the system's behavior as reflected in the quality of service
metrics. The example compared software RAID implementations provided by
Linux, Solaris, and Windows 2000 Server. SPEC WEB99 was used to provide a
workload and to measure performance. To inject faults, one of the SCSI disks in
the software RAID volume was replaced with an emulated disk. It was just a PC
running software with a special SCSI controller that makes the combination of
PC, controller, and software appear to other devices on the SCSI bus as a disk
drive. The disk emulator allowed the injection of faults. The faults injected in-
cluded a variety of transient disk faults, such as correctable read errors, and per-
manent faults, such as disk media failures on writes.

Figure 7.34 shows the behavior of each system under different faults. The two
top graphs show Linux (on the left) and Solaris (on the right). Both systems auto-
matically reconstruct data onto a hot spare disk immediately when a disk failure
is detected. As can be seen in the figure, Linux reconstructs slowly and Solaris re-
constructs quickly. Windows is shown in the bottom; a single disk failed so the
data is still available, but this system does not begin reconstructing on the hot
spare until the operator gives permission. Linux and Solaris, in contrast, start re-
construction upon the fault injection.

System Name Result CPUs Result/
CPU

HTTP Version/OS Pentium III DRAM

PowerEdge 2400/667 732 1 732 IIS 5.0/Windows 2000 667 MHz EB 2 GB

PowerEdge 2400/667 1270 1 1270 TUX 1.0/Red Hat Linux 6.2 667 MHz EB 2 GB

PowerEdge 4400/800 1060 2 530 IIS 5.0/Windows 2000 800 MHz EB 4 GB

PowerEdge 4400/800 2200 2 1100 TUX 1.0/Red Hat Linux 6.2 800 MHz EB 4 GB

PowerEdge 6400/700 1598 4 400 IIS 5.0/Windows 2000 700 MHz Xeon 8 GB

PowerEdge 6400/700 4200 4 1050 TUX 1.0/Red Hat Linux 6.2 700 MHz Xeon 8 GB

FIGURE 7.33 SPEC WEB99 results in 2000 for Dell computers. Each machine uses five 9GB, 10,000 RPM disks except
the fifth system, which had seven disk. The first four have 256 KB of L2 cache while the last two have 2 MB of L2 cache.
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As RAID systems can lose data if a second disk fails before completing recon-
struction, the longer the reconstruction (MTTR), the lower the availability (see
section 6.7 below). Increased reconstruction speed implies decreased application
performance, however, as reconstruction steals I/O resources from running appli-
cations. Thus, there is a policy choice between taking a performance hit during
reconstruction, or lengthening the window of vulnerability and thus lowering the
predicted MTTF.

FIGURE 7.34 Availability benchmark for software RAID systems on the same computer running Redhat 6.0 Linux,
Solaris 7, and Windows 2000 operating systems. Note the difference in philosophy on speed of reconstruction of Linux
vs. Windows and Solaris. The Y-axis is behavior in hits per second running SPEC WEB99. The arrow indicates time of fault
insertion. The lines at the top give the 99% confidence interval of performance before the fault is inserted. A 99% confidence
interval means the if the variable is outside of this range, the probability is only 1% that this value would appear. <<Artist:
please add reconstruction arrows like in upper right graph to dip in lower graph; there are no Excel sheet for these
graphs>>
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Although none of the tested system documented their reconstruction policies
outside of the source code, even a single fault injection was able to give insight
into those policies. The experiments revealed that both Linux and Solaris initiate
automatic reconstruction of the RAID volume onto a hot spare when an active
disk is taken out of service due to a failure. Although Windows supports RAID
reconstruction, the reconstruction must be initiated manually. Thus, without hu-
man intervention, a Windows system will not rebuild redundancy after a first fail-
ure, and will remain susceptible to a second failure indefinitely, which increases
the window of vulnerability increases the window of vulnerability. 

The fault-injection experiments also provided insight into other availability
policies of Linux, Solaris, and Windows 2000 concerning automatic spare utiliza-
tion, reconstruction rates, transient errors, and so on. Again, no system docu-
mented their policies.

In terms of managing transient faults, the fault-injection experiments revealed
that Linux's software RAID implementation takes an opposite approach than do
the RAID implementations in Solaris and Windows. The Linux implementation
is paranoid––it would rather shut down a disk in a controlled manner at the first
error, rather than wait to see if the error is transient. In contrast, Solaris and Win-
dows are more forgiving––they ignore most transient faults with the expectation
that they will not recur. Thus, these systems are substantially more robust to tran-
sients than the Linux system. Note that both Windows and Solaris do log the tran-
sient faults, ensuring that the errors are reported even if not acted upon. When
faults were not transient, the systems behaved similarly.

Considering real failure data, none of the observed policies is particularly
good, regardless of reconstruction behavior. Talagala [1999] reports that transient
SCSI errors are frequent in a large system–such as the 368-disk Tertiary Disk
farm–yet rarely do they indicate that a disk must be replaced. The logs covering
368 disks for 11 months indicate that 13 disks reported transient hardware errors
but only 2 actually required replacement. In this situation, Linux’s policy would
have incorrectly wasted 11 disks and 11 spares, or 6% of the array. If there were
not enough spares, data could have been lost despite no true disk failures. Equally
poor would have been the response of Solaris or Windows, as these systems most
likely would have ignored the stream of intermittent transient errors from the 2
truly defective disks, requiring administrator intervention to take them offline.

Future directions in availability benchmarking include characterizing a realis-
tic fault-workload, injecting multiple faults, and applying the technique to other
fault tolerant systems.

Thus far, we have ignored the role of the operating system in storage. In a manner
analogous to the way compilers use an instruction set, operating systems deter-
mine what I/O techniques implemented by the hardware will actually be used. 

7.10 Crosscutting Issues
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For example, many I/O controllers used in early UNIX systems were 16-bit
microprocessors. To avoid problems with 16-bit addresses in controllers, UNIX
was changed to limit the maximum I/O transfer to 63 KB or less. Thus, a new I/O
controller designed to efficiently transfer 1-MB files would never see more than
63 KB at a time under early UNIX, no matter how large the files.

The operating system enforces the protection between processes, which must
include I/O activity as well as memory accesses. Since I/O is typically between a
device and memory, the operating system must endure safety.

DMA and Virtual Memory

Given the use of virtual memory, there is the matter of whether DMA should
transfer using virtual addresses or physical addresses. Here are a couple of prob-
lems with DMA using physically mapped I/O:

n Transferring a buffer that is larger than one page will cause problems, since the
pages in the buffer will not usually be mapped to sequential pages in physical
memory.

n Suppose DMA is ongoing between memory and a frame buffer, and the oper-
ating system removes some of the pages from memory (or relocates them). The
DMA would then be transferring data to or from the wrong page of memory.

One answer is for the operating system to guarantee that those pages touched
by DMA devices are in physical memory for the duration of the I/O, and the pag-
es are said to be pinned into main memory. Note that the addresses from for a
scatter/gather DMA transfer probably come from the page table.

To ensure protection often the operating system will copy user data into the
kernel address space and then transfer between the kernel address space to the I/
O device. Relentless copying of data is often the price paid for protection. If
DMA supports scatter gather, the operating system may be able to create a list of
addresses and transfer sizes to reduce some of the overhead of copying.

Another answer is virtual DMA. It allows the DMA to use virtual addresses
that are mapped to physical addresses during the DMA. Thus, a buffer could be
sequential in virtual memory, but the pages can be scattered in physical memory,
and the virtual addresses provide the protection of other processes. The operating
system would update the address tables of a DMA if a process is moved using
virtual DMA. It Figure 7.35 shows address-translation registers added to the
DMA device.

Asynchronous I/O and Operating Systems

As mentioned in section 7.2, disks typically spend much more time in mechani-
cal delays than in transferring data. Thus, a natural path to higher I/O perfor-
mance is parallelism, trying to get many disks to simultaneously be trying to get
data for a program.
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The straightforward approach to I/O is to request data and then start using it.
The operating system then switches to another process until the desired data ar-
rives, and then the operating system switches back to the requesting process.
Such a style is called synchronous I/O, in that the process waits until the data has
been read from disk.

The alternative model is for the process to continue after making a request,
and it is not blocked until it tries to read the requested data. Such asynchronous I/
O allows the process to continue making requests so that many I/O requests can
be operating simultaneously. Asynchronous I/O is shares the same philosophy as
caches in out-of-order CPUs, trying to get the multiple events happening to get
greater bandwidth.

Block Servers vs. Filers 

The operating system typically provides the file abstraction on top of blocks
stored on the disk. The terms logical units, logical volumes, and physical vol-
umes are related terms used in Microsoft and UNIX systems to refer to subset
collections of disk blocks. A logical unit is the element of storage exported from
a disk array, usually constructed from a subset of the array’s disks. A logical unit

FIGURE 7.35 Virtual DMA requires a register for each page to be transferred in the
DMA controller, showing the protection bits and the physical page corresponding to
each virtual page. 
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appears to the server as single virtual “disk.” In a RAID disk array, the logical
unit is configured as a particular RAID layout, such as RAID 5. A physical vol-
ume is the device file used by the file system to access a logical unit. A logical
volume provides a level of virtualization that enables the file system to split the
physical volume across multiple pieces or to stripe data across multiple physical
volumes. A logical unit is an abstraction of a disk array that presents a virtual
disk to the operating system, while physical and logical volumes are abstractions
used by the operating system to divide these virtual disks into smaller, indepen-
dent file systems. 

Having covered some of the terms for collections of blocks, the question aris-
es as to where the file illusion should be maintained: in the server or at the other
end of the storage area network?

The traditional answer is the server. It accesses storage as disk blocks and
maintains the metadata. Most file systems use a file cache, so it is the job of the
server to maintain consistency of file accesses. The disks may be direct attached–
located inside the server box connected to an I/O bus–or attached over a storage
area network, but the server transmits data blocks to the storage subsystem.

The alternative answer is the disk subsystem itself maintains the file abstrac-
tion, and the server uses a file system protocol to communicate with storage. Ex-
ample protocols are Network File System (NFS) for Unix systems and Common
Internet File System (CIFS) for Windows systems. Such devices are called Net-
work Attached Storage (NAS) devices since it makes no sense for storage to be di-
rectly attached to the server. The name is something of a misnomer because a
storage area network like FC-AL can also be used to connect to block servers.
The term filer is often used for NAS devices that only provide file service and file
storage. Network Appliances is one of the first companies to make filers.

Recently new products have been announced which sit between the compute
server and the disk array controller. They provide snapshots of storage, caching,
backup and so on. The goal is to make the storage system easier to manage.

The driving force behind placing storage on the network is make it easier for
many computers to share information and for operators to maintain it.

Caches Cause Problems for Operating Systems—Stale Data

The prevalence of caches in computer systems has added to the responsibilities of
the operating system. Caches imply the possibility of two copies of the data—one
each for cache and main memory—while virtual memory can result in three cop-
ies—for cache, memory, and disk. These copies bring up the possibility of stale
data: the CPU or I/O system could modify one copy without updating the other
copies (see page 469). Either the operating system or the hardware must make
sure that the CPU reads the most recently input data and that I/O outputs the cor-
rect data, in the presence of caches and virtual memory.

There are two parts to the stale-data problem: 
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1. The I/O system sees stale data on output because memory is not up-to-date.

2. The CPU sees stale data in the cache on input after the I/O system has updated
memory. 

The first dilemma is how to output correct data if there is a cache and I/O is con-
nected to memory. A write-through cache solves this by ensuring that memory
will have the same data as the cache. A write-back cache requires the operating
system to flush output addresses to make sure they are not in the cache. This flush
takes time, even if the data is not in the cache, since address checks are se-
quential. Alternatively, the hardware can check cache tags during output to see if
they are in a write-back cache, and only interact with the cache if the output tries
to read data that is in the cache.

The second problem is ensuring that the cache won’t have stale data after in-
put. The operating system can guarantee that the input data area can’t possibly be
in the cache. If it can’t guarantee this, the operating system flushes input address-
es to make sure they are not in the cache. Again, this takes time, whether or not
the input addresses are in the cache. As before, extra hardware can be added to
check tags during an input and invalidate the data if there is a conflict. 

These problems are like cache coherency in a multiprocessor, discussed in
Chapter 6. I/O can be thought of as a second dedicated processor in a multipro-
cessor.

Switches Replacing Buses

The cost of replacing passive buses with point-to-point links and switches (Chap-
ter 8) is dropping as Moore’s Law continues to reduce the cost of components.
Combined with the higher I/O bandwidth demands from faster processors, faster
disks, and faster local area networks, the decreasing cost advantage of buses
means the days of buses in desktop and servers computers are numbered. In
2001, high end servers have already replaced processor-memory buses with
switches––see Figure 7.14 on page 506––and switches are now available for high
speed storage buses, such as fibre channel. 

Not only do switched networks provide more aggregate bandwidth than do
buses, the point-to-point links can be much longer. For example, the planned suc-
cessor to the PCI I/O bus, called Infiniband, uses point-to-point links and switch-
es. It delivers 2 to 24 gigabits/second of bandwidth per link and stretches the
maximum length of the interconnect using copper wire from 0.5 meters of a PCI
bus to 17 meters. 

We’ll return to discussion of switches in the next chapter.

Replication of Processors for Dependability

In this and prior chapters we have discussed providing extra resources to check
and correct errors in main memory and in storage. As Moore’s Law continues and
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dependability increases in importance for servers, some manufacturers are plac-
ing multiple processors on a single chip for the primary purpose of improving the
reliability of the processor.

The state-of-the-art in processor dependability is likely the IBM 390 main-
frame. Naturally, all its caches and main memory are protected by ECC, but so
are the register files. The G6 chips and modules include up to14 processors, some
of which are used as built in spares. Each processor has redundant instruction
fetch/decode, execution units, L1 cache, and register file to check for errors. At
the completion of every instruction, the results produced by the two instruction-
execution units are compared and, if equal, the results of the instruction are
checkpointed for recovery in case the next instruction fails. Upon detecting an in-
consistency, the processor will retry instructions several times to see if the error
was transient. If an error is not transient, the hardware can swap in a spare pro-
cessor in less than a second without disrupting the application.

The art of I/O system design is to find a design that meets goals for cost, depend-
ability, and variety of devices while avoiding bottlenecks to I/O performance.
Avoiding bottlenecks means that components must be balanced between main
memory and the I/O device, because performance—and hence effective cost/per-
formance—can only be as good as the weakest link in the I/O chain. The archi-
tect must also plan for expansion so that customers can tailor the I/O to their
applications. This expansibility, both in numbers and types of I/O devices, has its
costs in longer I/O buses, larger power supplies to support I/O devices, and larger
cabinets. Finally, storage must be dependable, adding new constraints on pro-
posed designs.

In designing an I/O system, analyze performance, cost, capacity, and availabil-
ity using varying I/O connection schemes and different numbers of I/O devices of
each type. Here is one series of steps to follow in designing an I/O system. The
answers for each step may be dictated by market requirements or simply by cost,
performance, and availability goals. 

1. List the different types of I/O devices to be connected to the machine, or list
the standard buses that the machine will support.

2. List the physical requirements for each I/O device. Requirements include size,
power, connectors, bus slots, expansion cabinets, and so on.

3. List the cost of each I/O device, including the portion of cost of any controller
needed for this device.

4. List the reliability of each I/O device.

5. Record the CPU resource demands of each I/O device. This list should include

n Clock cycles for instructions used to initiate an I/O, to support operation

7.11 Designing an I/O System in Five Easy Pieces
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of an I/O device (such as handling interrupts), and complete I/O

n CPU clock stalls due to waiting for I/O to finish using the memory, bus, or
cache

n CPU clock cycles to recover from an I/O activity, such as a cache flush

6. List the memory and I/O bus resource demands of each I/O device. Even when
the CPU is not using memory, the bandwidth of main memory and the I/O bus
is limited.

7. The final step is assessing the performance and availability of the different
ways to organize these I/O devices. Performance can only be properly eval-
uated with simulation, though it may be estimated using queuing theory. Re-
liability can be calculated assuming I/O devices fail independently and are that
MTTFs are exponentially distributed. Availability can be computed from reli-
ability by estimating MTTF for the devices, taking into account the time from
failure to repair.

You then select the best organization, given your cost, performance, and avail-
ability goals.

Cost/performance goals affect the selection of the I/O scheme and physical
design. Performance can be measured either as megabytes per second or I/Os per
second, depending on the needs of the application. For high performance, the
only limits should be speed of I/O devices, number of I/O devices, and speed of
memory and CPU. For low cost, the only expenses should be those for the I/O
devices themselves and for cabling to the CPU. Cost/performance design, of
course, tries for the best of both worlds. Availability goals depend in part on the
cost of unavailability to an organization.

To make these ideas clearer, the next dozen pages go through five examples.
Each looks at constructing a disk array with about 2 terabytes of capacity for user
data with two sizes of disks. To offer a gentle introduction to I/O design and eval-
uation, the examples evolve in realism. 

To try to avoid getting lost in the details, let’s start with an overview of the five
examples:

1. Naive cost-performance design and evaluation: The first example calculates
cost-performance of an I/O system for the two types of disks. It ignores de-
pendability concerns, and makes the simplifying assumption of allowing
100% utilization of I/O resources. This example is also the longest.

2. Availability of the first example: The second example calculates the poor
availability of this naive I/O design.

3. Response times of the first example: The third example uses queuing theory to
calculate the impact on response time of trying to use 100% of an I/O resource.



554 Chapter 7   Storage Systems

4. More realistic cost-performance design and evaluation: Since the third exam-
ple shows the folly of 100% utilization, the fourth example changes the design
to obey common rules of thumb on utilization of I/O resources. It then evalu-
ates cost-performance.

5. More realistic design for availability and its evaluation: Since the second ex-
ample shows the poor availability when dependability is ignored, this final ex-
ample uses a RAID 5 design. It then calculates availability and performance.

Figure 7.36 summarizes changes in the results in cost-performance, latency,
and availability as examples become more realistic. Readers may want to first
skim the examples, and then dive in when one catches their fancy.

First Example: Naive Design and Cost-Performance

Now let’s take a long look at the cost/performance of two I/O organizations. This
simple performance analysis assumes that resources can be used at 100% of their
peak rate without degradation due to queueing. (The fourth example takes a more
realistic view.)

E X A M P L E Assume the following performance and cost information:

n A 2500-MIPS CPU costing $20,000.

n A 16-byte-wide interleaved memory that can be accessed every 10 
ns.

n 1000 MB/sec I/O bus with room for 20 Ultra3SCSI buses and control-
lers.

Simplistic 
Organization

(Examples 1, 2, 3)

Performance Tuned 
Organization
(Example 4)

Performance and Availability 
Tuned Organization

(Examples 5)

Small v. Large disks Small v. Large disks Small v. Large disks

Cost of 1.9 TB system $47,200 v. $45,200 $49,200 v. $47,200 $57,750 v. $54,625

Performance (IOPS) 6,144 v. 3,072 IOPS 4,896 v. 2,448 IOPS 6,120 v. 3,060 IOPS

Cost-Performance $8 v. $15 per IOPS $10 v. $19 per IOPS $9 v. $18 per IOPS

Disk Utilization 100% 80% 80%

Disk Access Latency 238 ms (@ 97%) 41 ms 41 ms

Availability: MTTF 
(hours)

9,524 v. 15,385 -- 2,500,000 v. 5,200,000

FIGURE 7.36 Summary of cost, performance, and availability metrics of the five examples. on the next ten pages.
Note that performance in the fifth example assumes all I/Os are reads.
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n Wide Ultra3SCSI buses that can transfer 160 MB/sec and support up 
to 15 disks per bus (these are also called SCSI strings).

n A $500 Ultra3SCSI controller that adds 0.3 ms of overhead to per-
form a disk I/O.

n An operating system that uses 50,000 CPU instructions for a disk I/O.

n A choice of a large disk containing 80 GB or a small disk containing 
40 GB, each costing $10.00 per GB.

n A $1500 enclosure supplies power and cooling to either 8 80 GB 
disks or 12 40 GB disks.

n Both disks rotate at 15000 RPM, have an 5-ms average seek time, 
and can transfer 40 MB/sec.

n The storage capacity must be 1920 GB.

n The average I/O size is 32 KB.

Evaluate the cost per I/O per second (IOPS) of using small or large drives. 
Assume that every disk I/O requires an average seek and average rota-
tional delay. Use the optimistic assumption that all devices can be used at 
100% of capacity and that the workload is evenly divided among all disks.

A N S W E R I/O performance is limited by the weakest link in the chain, so we evaluate 
the maximum performance of each link in the I/O chain for each organiza-
tion to determine the maximum performance of that organization.

 Let’s start by calculating the maximum number of IOPS for the CPU, 
main memory, and I/O bus. The CPU I/O performance is determined by 
the speed of the CPU and the number of instructions to perform a disk I/O:

Maximum IOPS for CPU =  = 50,000 IOPS

The maximum performance of the memory system is determined by the 
memory cycle time, the width of the memory, and the size of the I/O trans-
fers:

Maximum IOPS for main memory =  ≈ 50,000 IOPS

The I/O bus maximum performance is limited by the bus bandwidth and 
the size of the I/O:

Maximum IOPS for the I/O bus =  ≈ 31,250 IOPS

Thus, no matter which disk is selected, the I/O bus limits the maximum 
performance to no more than 31,250 IOPS. 

2500 MIPS
50,000 instructions per I/O-----------------------------------------------------------------

1/10 ns( ) 16×
32 KB per I/O----------------------------------

1000 MB/sec
32 KB per I/O----------------------------------
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Now it’s time to look at the performance of the next link in the I/O 
chain, the SCSI controllers. The time to transfer 32 KB over the SCSI bus is

Ultra3SCSI bus transfer time =  = 0.2 ms

Adding the 0.3-ms SCSI controller overhead means 0.5 ms per I/O, mak-
ing the maximum rate per controller

Maximum IOPS per Ultra3SCSI controller =  = 2000 IOPS

All organizations will use several controllers, so 2000 IOPS is not the limit 
for the whole system.

The final link in the chain is the disks themselves. The time for an av-
erage disk I/O is

I/O time = 5 ms +  = 5 + 2.0 + 0.8 = 7.8 ms

Therefore, disk performance is

Maximum IOPS (using average seeks) per disk =  ≈ 128 IOPS

The number of disks in each organization depends on the size of each 
disk: 1920 GB can be either 24 80-GB disks or 48 40-GB disks. The max-
imum number of I/Os for all the disks is

Thus, provided there are enough SCSI strings, the disks become the new 
limit to maximum performance: 3072 IOPS for the 80-GB disks and 6144 
for the 40-GB disks.

Although we have determined the performance of each link of the 
I/O chain, we still have to determine how many SCSI buses and control-
lers to use and how many disks to connect to each controller, as this may 
further limit maximum performance. The I/O bus is limited to 20 SCSI con-
trollers, and the limit is 15 disks per SCSI string. The minimum number of 
controllers for the 80-GB disks is

Minimum number of SCSI-2 strings for 24 80-GB disks =  or 2 strings

and for 40-GB disks

Minimum number of SCSI-2 strings for 48 40-GB disks =  or 4 strings

Although the formulas suggest the ideal number of strings, they must be 

32 KB
160 MB/sec-----------------------------

1
0.5 ms----------------

0.5
15000 RPM-----------------------------

32 KB
40 MB/sec--------------------------

+

1
7.8 ms----------------

Maximum IOPS for 24 8-GB disks 24 128× 3072 IOPS= =

Maximum IOPS for 48 2-GB disks 48 128× 6144 IOPS= =

24
15------

48
15------
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matched with the requirements of the physical packaging. Three enclo-
sures needed for 24 80-GB disks are a poor match to 2 strings, although 
4 strings needed for 48 40-GB are a good match to the 4 enclosures. 
Thus, we increase the number of strings to 3 for the big disks.
We can calculate the maximum IOPS for each configuration:

The maximum performance of this number of controllers is higher than the 
disk I/O throughput, so there is no benefit of adding more strings and con-
trollers. 

Using the format

Min(CPU limit, memory limit, I/O bus limit, disk limit, string limit)

the maximum performance of each option is limited by the bottleneck (in 
boldface): 

80-GB disks, 2 strings = Min(50,000, 50,000, 31,250, 3072, 6000) = 3072 IOPS
40-GB disks, 4 strings = Min(50,000, 50,000, 31,250, 6144, 8000) = 6144 IOPS

We can now calculate the cost for each organization: 

80-GB disks = $20,000 + 3 × $500 + 24 × (80 × $10) + $1500 x = $45,200 

40-GB disks = $20,000 + 4 × $500 + 48 × (40 × $10)+ $1500 x = $47,200 

Finally, the cost per IOPS is $15 for the large disks and $8 for the 
small disks. Calculating the maximum number of average I/Os per sec-
ond, assuming 100% utilization of the critical resources, the small disks 
have about 1.9 times better cost/performance than the large disks in this 
example. n

Second Example: Calculating MTTF of First Example

We ignored dependability in the design above, so let’s look at the resulting Mean
Time To Fail. 

E X A M P L E For the organizations in the last example, calculate the MTTF. Make the 
following assumptions, again assuming exponential lifetimes:

n CPU/Memory MTTF is 1,000,000 hours

n Disk MTTF is 1,000,000 hours;

n SCSI controller MTTF is 500,000 hours

Maximum IOPS for 3 Ultra3SCSI strings 3 2000× 6000 IOPS= =

Maximum IOPS for 4 Ultra3SCSI strings 4 2000× 8000 IOPS= =

24
8------

48
12------
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n Power supply MTTF is 200,000 hours

n Fan MTTF is 200,000 hours

n SCSI cable MTTF is 1,000,000 hours

n Enclosure MTTF is 1,000,000 hours (not including MTTF of one fan 
and one power supply)

A N S W E R Collecting these together, we compute these failure rates:

The MTTF for the system is just the inverse of the failure rate

The smaller, more numerous drives have almost twice the cost performance but
about 60% of the reliability, and the collective reliability for both options is only
about 1% of a single disk.

n

Third Example: Calculating Response time of First Example

The first example assumed that resources can be used 100%. It is instructive to
see the impact on response time as we approach 100% utilization of a resource.
Let’s do this for just one disk to keep the calculations simple; the exercises do
more disk.

E X A M P L E Recalculate performance in terms of response time. To simplify the calcu-
lation, ignore the SCSI strings and controller and just calculate for one 
disk. From the example above, the average disk service time is 7.8 ms. As-
sume Poisson arrivals with an exponential service time. Plot the mean re-
sponse time for the following number of I/Os per second: 64, 72, 80, 88, 
96, 104, 112, 120, and 124. 

Failure Ratebig disks
1

1000000---------------------
24

1000000---------------------
2

500000------------------
+ + 3

200000------------------
3

200000------------------
3

1000000---------------------
3

1000000---------------------
+ + + +=

1 24 4 15 15 3 3+ + + + + +
1000000 hours--------------------------------------------------------------------

65
1000000 hours------------------------------------

==

Failure Rate small disks
1

1000000---------------------
48

1000000---------------------
4

500000------------------
+ + 4

200000------------------
4

200000------------------
4

1000000---------------------
4

1000000---------------------
+ + + +=

1 48 8 20 20 4 4+ + + + + +
1000000 hours--------------------------------------------------------------------

105
1000000 hours------------------------------------

==

MTTFbig disks
1

Failure Ratebig disks
------------------------------------------------

1000000 hours
65------------------------------------ 15385 hours===

MTTF small disks
1

Failure Ratesmall disks
-----------------------------------------------------

1000000 hours
105------------------------------------ 9524 hours===
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A N S W E R To be able to calculate the average response time, we can use the equa-
tion for an M/M/1 queue given the assumptions above about arrival rates 
and services times. From page 538, the equations for time waiting in the 
queue is (evaluated for 64 I/O requests per second): 

Figure 7.37 shows the utilization and mean response time for other re-
quest rates, and Figure 7.38 plots the response times versus request rate. 

n

Fourth Example: More Realistic Design and Cost-Performance

Figure 7.38 shows the severe increase in response time when trying to use 100%
of a server. A variety of rules of thumb have been evolved to guide I/O designers
to keep response time and contention low:

n No disk should be used more than 80% of the time.

n No disk arm should be seeking more than 60% of the time.

n No disk string should be utilized more than 40%.

n No I/O bus should be utilized more than 75%.

One reason the SCSI string bandwidth is set so low is that there is about a 20%
SCSI command overhead on data transfers, further reducing available bandwidth.

Request rate Utilization (%) Mean response time (ms)

64 50%  15.6 

72 56%  17.8 

80 62%  20.7 

88 69%  24.9 

96 75%  31.1 

104 81%  41.3 

112 87%  61.7 

120 94%  121.9 

124 97%  237.8 

FIGURE 7.37 Utilization and mean response time for one disk in the prior
example, ignoring the impact of SCSI buses and controllers. The nominal ser-
vice time is 7.8 ms. 100% utilization of disks is unrealistic.

Server utilization Arrival rate Timeserver× 64 0.0078× 0.50= = =

Timequeue Timeserver
Server utilization

1 Server utilization–( )-------------------------------------------------------× 7.8 ms
0.50

1 0.50–-------------------× 7.8
0.5
0.5-------× 7.8 ms= = = =

Timesystem Timeserver Timequeue+ 7.8 7.8+ 15.6 ms= = =
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E X A M P L E Recalculate performance in the example above using these rules of 
thumb, and show the utilization of each component before and after these 
assumptions. 

A N S W E R First let’s see how much the resources are utilized using the assumptions 
above. The new limit on IOPS for disks used 80% of the time is 128 × 0.8 
= 102 IOPS. Notice that the IOPS is in the relatively flat part of the re-
sponse time graph in Figure 7.38, as we would hope. The utilization of 
seek time per disk is

This is below the rule of thumb of 60%.
The I/O bus can support 31,250 IOPS but the most that is used be-

fore was 6144 IOPS, which is just 6144/31250 or a 20% utilization. Thus, 
the I/O bus is far below the suggested limit. 

The biggest impact is on the SCSI bus. A SCSI bus with 12 disks 
uses . The revised limit per SCSI string is now 
40%, which limits a SCSI bus to 800 IOPS.

FIGURE 7.38 X-Y plot of response times in Figure 7.37. 

-

5 0
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Request rate (IOPS)

Time of average seek
Time between I/Os---------------------------------------------------

5
1

102 IOPS-----------------------
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5
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12 102 2000⁄× 61%=
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With this data, we can recalculate IOPS for each organization:
80-GB disks, 3 strings = Min(50,000,50,000, 31,250, 2448, 2400) = 2400 IOPS
40-GB disks, 4 strings = Min(50,000,50,000, 31,250, 4896, 3200) = 3200 IOPS

Under these assumptions, the small disks have about 1.3 times the per-
formance of the large disks.

Clearly, the string bandwidth is the bottleneck now. The number of 
disks per string that would not exceed the guideline is

Number of disks per SCSI string at full bandwidth =  = 7 disks

and the ideal number of strings is

Number of SCSI strings with 80-GB disks =  =  4 strings

Number of SCSI strings with 40-GB disks =  = 7 strings

As mentioned before, the number of strings must match the packag-
ing requirements. Three enclosures needed for 24 80-GB disks are a poor 
match to 4 strings, and 7 strings needed for 48 40-GB disks are a poor 
match to the 4 enclosures. Thus, we increase the number of enclosures 
to 4 for the big disks and increase the number of strings to 8 for small 
disks, so that each small-disk enclosure has two strings.

The IOPS for the suggested organization is:
80-GB disks, 4 strings = Min(50,000,50,000, 31,250, 2448, 3200) = 2448 IOPS
40-GB disks, 8 strings = Min(50,000,50,000, 31,250, 4896, 6400) = 4896 IOPS

We can now calculate the cost for each organization: 

80-GB disks, 4 strings = $20,000 + 4 × $500 + 24 × (80 × $10) + 4 x $1500 = $47,200 
40-GB disks, 8 strings = $20,000 + 8 × $500 + 48 × (40 × $10) + 4 x $1500 = $49,200 

The respective cost per IOPS is $19 versus $10, or an advantage of about 
1.9 for the small disks. Compared with the naive assumption that we could 
use 100% of resources, the cost per IOPS increased about 1.3 times. 

Figure 7.39 shows the utilization of each resource before and after 
following these guidelines. Exercise 7.18 explores what happens when 
this SCSI limit is relaxed.

n

Fifth Example: Designing for Availability

Just as the fourth example made a more realistic design for performance, we can
show a more realistic design for dependability. To tolerate faults we will add re-

800
102---------

7.8=

24
7------

3.6=

48
7------

6.9=
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dundant hardware: extra disks, controllers, power supplies, fans, and controllers
in a RAID-5 configuration. 

To calculate reliability now, we need a formula to show what to expect when
we can tolerate a failure and still provide service. To simplify the calculations we
assume that the lifetimes of the components are exponentially distributed and the
there is no dependency between the component failures. Instead of mean time to
failure, we calculate mean time until data loss (MTDL), for a single failure will
not, in general, result in lost service. For RAID, data is lost only if a second disk
failure occurs in the group protected by parity before the first failed disk is re-
paired. Mean time until data loss is the mean time until a disk will fail divided by
the chance that one of the remaining disks in the parity group will fail before the
first failure is repaired. Thus, if the chance of a second failure before repair is
large, then MTDL is small, and vice versa.

Assuming independent failures, since we have N disks, the mean time until
one disk fails is . The good approximation of the probability of the
second failure is MTTR over the mean time until one of the remaining G -1 disks
in the parity group will fail. Similar to before, the means time for G -1 disks is
( ). Hence, a reasonable approximation for MTDL for a RAID
is [Chen 1994]:

where N is the number of disks in the system and G is the number of disks in a
group protected by parity. Thus, MTDL increases with increased disk reliability,
reduced parity group size, and reduced mean time to repair (MTTR).

Rule of 
Thumb

100% 
Utilization

Following the Rule of Thumb

Resource

80-GB 
disks, 

3 strings

40-GB 
disks,

4 strings

80-GB 
disks, 

3 strings

40-GB 
disks,

4 strings

80-GB 
disks, 

4 strings

40-GB 
disks,

8 strings

CPU 6% 12% 5% 6% 5% 10%

Memory 6% 12% 5% 6% 5% 10%

I/O bus 75% 10% 20% 8% 10% 8% 16%

SCSI buses 40% 51% 77% 40% 40% 31% 31%

Disks 80% 100% 100% 78% 52% 80% 80%

Seek utilization 60% 64% 64% 50% 33% 51% 51%

IOPS 3072 6144 2400     3200   2448     4896

FIGURE 7.39 The percentage of utilization of each resource, before and after using the rules of thumb. Bold font
shows resources in violation of the rules of thumb. Using the prior example, the utilization of three resources violated the
rules of thumb: SCSI buses, disks, and seek utilization.

MTTFdisk N⁄

MTTFdisk G 1–( )⁄

MTDL
MTTFdisk N⁄

MTTRdisk
MTTFdisk G 1–( )⁄( )----------------------------------------------------

----------------------------------------------------

MTTFdisk
2

N⁄
G 1–( ) MTTRdisk×--------------------------------------------------

MTTFdisk
2

N G 1–( )× MTTRdisk×------------------------------------------------------------
= = =
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The physical design of the disk array gives a strong suggestion to the parity
group size. Figure 7.40 shows two ways of organizing a RAID. The problem with
option 1 is if the string or string controller fails, then all the disks in the RAID
group fail, and data is lost. Option 2, called orthogonal RAID, in contrast loses
only one disk per RAID group even if a string controller fails. Note that if the
string is located in a single enclosure, then orthogonal RAID also protects against
power supply and fan failures.

E X A M P L E For the organizations in the fourth example and using the MTTF ratings 
of the components in the second example, create orthogonal RAID arrays 
and calculate the MTDL for the arrays.

A N S W E R Both organizations use four enclosures, so we add a fifth enclosure in 
each to provide redundancy to tolerate faults. The redundant enclosure 

FIGURE 7.40 Two RAID organizations. Orthogonal RAID (Option 2) allows the RAID fault
tolerant scheme to protect against string faults as well as disk faults.

String
Controller

String
Controller

String
Controller

String
Controller

String
Controller

O
ption 2

Option 1
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contains 1 controller and 6 large disks or 2 controllers and 12 small disks. 
The failure rate of the enclosures can be calculated similar to a prior ex-
ample:

The MTTF for each enclosure is just the inverse of the failure rate

As the array can continue to provide data despite the loss of a single com-
ponent, we can modify the disk MTDL to calculate for enclosures:

In this case, N = G = the number of enclosures. Even if we assume it takes 
24 hours to replace an enclosure (MTTRenclosure), the MTDL for each or-
ganization is:

We can now calculate the higher cost for RAID 5 organizations: 

80-GB disks, 5 strings = $20,000 + 5 × $500 + 30 × (80 × $10) + 5 x $1500 = $54,625 
40-GB disks, 10 strings = $20,000 + 10 × $500 + 60 × (40 × $10) + 5 x $1500= $57,750 

If we evaluated the cost-reliability, for large disk costs $11 per thousand 
hours of MTDL while the small disk system costs $23 per thousand hours 
of MTDL.

The IOPS for the more dependable organization now depends on the 
mix of reads and writes in the I/O workload, since writes in RAID 5 system 
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are much slower than writes for RAID 0 systems. For simplicity, lets as-
sume 100% reads. (The exercises look at other workloads.) Since RAID-
5 allows reads to all disks, and there are more disks and strings in our de-
pendable design, read performance improves as well as dependability.:

80-GB disks, 5 strings = Min(50,000,50,000, 31,250, 3060, 4000) = 3060 IOPS
40-GB disks, 10 strings= Min(50,000,50,000, 31,250, 6120, 8000) = 6120 IOPS

We can now calculate the cost per IOPS for RAID 5 organizations. 
Compared to the results from the first example, the respective cost per 
IOPS increased slightly from $15 to $18 and from $8 to $9, respectively. 
The exercises look at the impact on cost-performance as the I/O workload 
includes reads in a RAID 5 organization.

n

In both cases, given the reliability assumptions above, the mean time to data
loss for redundant arrays containing several dozen disks is greater than the mean
time to failure of a single disk. At least for a read-only workload, the cost-perfor-
mance impact of dependability is small. Thus, a weakness was turned into a
strength: the larger number of components allows redundancy so that some can
fail without affecting the service.

The EMC Symmetrix is one of the leading disk arrays that works with most com-
puter systems, and the EMC Celerra is a relatively new filer for both UNIX NFS
and Windows CIFS file systems. Both machines have significant features to im-
prove dependability of storage. After reviewing the two architectures, we’ll sum-
marize the results of their performance and dependability benchmarks.

EMC Symmetrix 8000

The Symmetrix 8000 holds up to 384 disks, which are protected either via mir-
roring (RAID 1) or via a variation of RAID-5 that EMC calls RAID-S. The
RAID-S group size is 4 or 8 drives. At 73 GB per drive, the total raw capacity is
about 28 terabytes. Figure 7.41 shows its organization.

The internal architecture is built around four busses that run at 60 MHz and
transfer 64 bits of data and 16 bits of error correcting code (ECC). With this
scheme, any number of incorrect bits in any two nibbles can be detected while
any number of incorrect bits in one nibble can be corrected. Each component is
connected to two buses so that failure of a bus does not disconnect the component
from the system. The components that connect to these four buses are:

7.12 Putting It All Together:
EMC Symmetrix and Celerra



566 Chapter 7   Storage Systems

FIGURE 7.41 EMC Symmetrix 8000 organization. Every component is paired so that there is no single point of failure.
If mirroring is used, then the disks are also paired. If RAID-S is used, there is one block of parity for every 4 to 8 blocks.
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n Channel Directors connect the server host to the internal busses of the disk ar-
ray, and work with SCSI, FC-AL, and ESCON (IBM mainframe I/O bus). They
also run the algorithms to manage the caches. Up to sixteen channel directors
are provided, packaged two directors per card.

n Disk Cache Memory acts as speed-matching buffer between the host servers
and the disks; in addition, it exploits locality to reduce accesses to the disks.
There are up to four slots for cache boards, and each contains 1 GB to 8 GB.
Each system has at least two cache boards, producing systems that have from
2 GB to 32 GB of cache. EMC claims 90% to 95% read hit rates for the largest
cache size. The caches will also buffer writes, allowing the system to report
that the write is completed before it reaches the disk. The Channel Director
monitors the amount of dirty data. It will not send the write complete signal if
the cache is behind and the Channel Director needs to flush more data to disk
to reduce the length of the write buffer queue. Symmetrix does not include bat-
teries in the cache for nonvolatility, but instead provides batteries for the whole
array to protect the whole system from short power failures.

n Disk Directors connect the internal busses to the disks. Each disk director has
two Ultra1 SCSI strings, running at 40 MB/sec in 2001. Each string uses a re-
dundant SCSI controller on a different director to watch the behavior of the pri-
mary controller and to take over in case it fails. Up to sixteen disk directors are
provided, packaged two directors per card. With up to 12 SCSI disks on a
string, we get  drives.

Both directors contain the same embedded computers. They have two Power-
PC 750s running at 333 MHz, each with 16 MB of DRAM and a 1MB L2 cache.
The PowerPC buses contain 32 bits of data plus 4 bits for ECC, and run at 33
MHz. These computers also have several DMA devices, so requested data does
not go through the computer memory, but directly between the disks and the
cache or the cache and the host bus. The processors act independently, sharing
only boot ROMs and an Ethernet port.

The storage system can exploit modifications of disks as requested by EMC,
which disk manufacturers in turn make available to others. For example, some
disks can understand a notion of request priority allowing the storage system to
submit more requests to the drives knowing that the drives will maintain proper
order in their internal queues. 

The Symmetrix disk cache is controlled by a combination of LRU and
prefetching algorithms, fetching between 2 and 12 blocks at a time. The cache
memory is independent of the PowerPC processors. The cache is structured as a
sequence of tracks of data each 32 KB long. Each 4-KB segment of a track has
associated metadata that contains CRC checksums on the data and metadata used
by other Symmetrix features. The Symmetrix provides “end-to-end” checking on
transfers between disk to cache and between cache and the host server by ensur-
ing that the both the DRAM ECC and associated CRC checksums match at the
beginning and end of every data transfer.

16 2 12×× 384=
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As faults must be activated before they can become effective errors and then
corrected, all cache locations are periodically read and rewritten using the ECC
on memory to correct single bit errors and detect double bit errors. Cache scrub-
bing also keeps a record of errors for each block. If the channel director finds an
uncorrectable error, then this section of the cache is “fenced” and removed from
service. The data is first copied to another block of the cache. The service proces-
sor (see below) then contacts EMC to request repair of the failed component. 

During idle time, disk scrubbing is performed analogously to cache scrubbing
above, with the same benefit of turning latent errors into activated errors during
relatively idle times. Correctable errors are logged, and uncorrectable errors
cause the bad disk sector to be replaced, with the missing data coming from the
redundant information. If too many sectors in a track must be skipped, the whole
track is fenced. Such repairs to the cache and to the disks are transparent to the
user.

Rather than have a XOR engine only in the disk directors, RAID-5 parity cal-
culations are done inside the drives themselves and combined by the directors as
needed. As mentioned above, small writes in RAID-5 involve four accesses over
two disks. This optimization avoids having to read the rest of the data blocks of a
group to calculate parity on a “small” write. Symmetrix supplies the new data
and asks the disk to calculate which bits changed, and then passes this informa-
tion to the disk containing parity for it to read the old parity and modify it. 

Having the disk drive perform the XOR calculations provides two benefits.
First, it avoids having a XOR engine become a bottleneck by spreading the func-
tion to each disk. Second, it allows the older data to be read and rewritten without
an intervening seek; the same benefit applies when updating parity.

In addition to the dynamic nature of managing the cache, the Symmetrix can
change how mirroring works to get better performance from the second disk. It
monitors access patterns to the data and changes policy depending on the pattern.
Data is organized into logical volumes, so there is a level of indirection between
the logical data accesses and the layout of data on the physical disks. Depending
on whether accesses are sequential or random, the mirror policy options include:

n Interleaved: the mirrors alternate which cylinders they serve, ranging from ev-
ery other cylinder to large blocks of cylinders. This policy helps with sequen-
tial accesses by allowing one disk to seek to the next cylinder while the other
disk is reading data.

n Mixed: One disk serves the first half of the data and one disk serves the second
half. This policy helps with random accesses by allowing the two independent
requests to be overlapped.

Policy options also let only a single disk serve all accesses, which helps error re-
covery.

The Symmetrix 8000 also has a service processor. It is just a laptop that talks
to all directors over an internal Ethernet. To allow remote maintenance of the disk
array, the service processor is also connected to a telephone line. All system er-
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rors are logged to the service processor, which filters the log to determine wheth-
er it should contact EMC headquarters to see if repair is warranted. That is, it is
predicting potential failures. If it suspects a failure, it contacts support personnel
who review the data and decide if intervention is required. They can call back
into the service processor to collect more data and to probe the Symmetrix to de-
termine the root cause of the error. A customer service engineer is then dis-
patched to replace the failing component.

In addition to error logging and remote support, the service processor is used
for code installation and upgrades, creating and modifying system configura-
tions, running scripts, and other maintenance activities. To allow upgrades in the
field, the service processor can systematically upgrade the EEPROMs of each di-
rector and then put the director into a busy state so that it performs no storage ac-
cesses until it reboots with the new software.

EMC Celerra 500

The Celerra contains no disk storage itself, but simply connects to clients on one
side and to Symmetrix disk arrays on the other. Using the NAS terminology, its is
called a filer. Its job is to translate the file requests from clients into commands
for data from Symmetrix arrays, and to transfer files as requested.

The Celerra has 14 slots for Data Movers, which are simply PC motherboards
that connect to the Symmetrix array via two SCSI buses. Each data mover con-
tains a 700 MHz Pentium III processor, PCI bus, and 512 MB of DRAM. It also
supports several varieties of network cards with varying number of networks:
ATM, FDDI, two 1-Gigabit Ethernets per card, and eight 100-Mbit Ethernets per
card. Each data mover acts as a fully autonomous file server, running EMC’s real-
time operating system called DART.

In addition to the Data Movers, there are two Control Stations, which act anal-
ogously to the service processor in the Symmetrix array. A pair of control stations
provides protection in case one fails. The hardware used in control stations is the
same as the hardware used in the Data Movers, but with a different function.
They run Linux as their operating system.

Celerra has an extensive set of features to provide dependable file service:

n The Celerra has multiple fans, multiple power supplies, multiple batteries, and
two power cords to the box. In every case, a single failure of one of these com-
ponents does not affect behavior of the system.

n Each Data Mover can contact all the disks in the Symmetrix array over either
SCSI bus, allowing the Symmetrix to continue despite a bus failure.

n Each Data Mover has two internal Ethernet cards, allowing communication
with the Control Station to continue even if one card or network fails.

n Each Data Mover has at least two interfaces for clients, allowing redundant
connections so that clients have at least two paths to each Data Mover.
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n The software allows a Data Mover to act as a standby spare.

n There is space for a redundant Control Station, to take over in case the primary
Control Station fails.

The Celerra relies on the Service Processor in the Symmetrix box to call home
when attention is needed.

EMC Symmetrix and Celerra Performance and Availability

Figure 7.32 on page 544 shows the performance of the Celerra 507 with the Sym-
metrix 8700 running SPECsfs97, as the number of Data Movers scales from 2 to
14. The 100,000 NFS operations per second with 14 Data Movers set the record
at the time it was submitted. Despite their focus on dependability–with a large
number of features to detect and predict failures and to reduce mean time to re-
pair–the Celerra/Symmetrix combination had leading performance on benchmark
results.

The disk cache of the EMC Symmetrix disk array was subjected to initial
availability and maintainability benchmarking (Lambright [2000]). A small num-
ber of experiments were performed with the goal of learning more about how to
go about doing availability and maintainability benchmarks. 

Faults were injected via software, going from narrowly focused faults to very
broad faults. These were not intended to represent typical faults: they were in-
tended to stress the system, and many are unlikely to occur in real systems. 

As mentioned above, the EMC array has the ability to shrink the size of the
cache in response to faults by fencing off a portion of the cache. It also has error
correction that can prevent a fault from causing a failure. The system under test
had 8 GB of cache and 96 disks each with 18 GB of capacity, and it was connect-
ed to an IBM mainframe over 12 channels. The workload was random I/O with
75% reads and 25% writes. Performance was evaluated using EMC benchmarks. 

The first fault tests the behavior of the system when the CPUs in the front and
back end get confused: the data structure representing which portions of the
cache were available or fenced is not identical in each CPU. Thus, some CPUs
assumed that the cache was bigger than what other CPUs assumed. Figure 7.42
shows the behavior when half of the CPUs are out-of-sync. A fault was injected
at the 5-th minute and corrected at the 10-th minute. The I/O rate increases in the
12-th minute as the system catches up with delayed requests.  

Performance dropped because some CPUs would try to access disabled mem-
ory, generating an error. As each error happened there was a short delay to report
it; as the number of CPUs reporting errors increased, so did the delay.

The second fault experiment forced improper behavior of a cache software
lock. The lock protects metadata related to the LRU replacement algorithm. The
fault simulated a CPU in an infinite loop that repeatedly takes the cache lock
without releasing it. Figure 7.43 shows the results: the flawed CPU takes the lock
in the 6-th, 10-th, and 15-th minute, each time holding it for 20 seconds. Note
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FIGURE 7.42 I/O rate as Symmetrix CPUs become inconsistent in their model of the size of the cache. Faults were
inserted in the 5-th minute and corrected at in the 10-th minute.

FIGURE 7.43 Host Response time as a rogue CPU hogs a lock for metadata. The lock was held for 20 seconds at
minutes 6, 10, and 15.
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that the Y-axis reports response time, so smaller is better. As expected, response
time was impacted by this fault 

Standard maintenance techniques fixed the first error, but the second error was
much more difficult to diagnose. The benchmark experiments led to suggestions
on improving EMC management utilities.

At the other end of the storage spectrum from giant servers are digital cameras.
Digital cameras are basically embedded computers with removable, writable,
nonvolatile storage and interesting I/O devices. Figure 7.44 shows our example.

When powered on, the microprocessor first runs diagnostics on all compo-
nents and writes any error messages to the liquid crystal display (LCD) on the
back of the camera. This camera uses a 1.8-inch low temperature polysilicon TFT

7.13 Another View:
Sanyo DSC-110 Digital Camera

FIGURE 7.44 The Sanyo VPC-SX500. Although newer cameras offer more pixels per pic-
ture, the principles are the same. This 1360 x 1024 pixel digital camera stores pictures either
using Compact Flash memory, which ranges from 8 MB to 64 MB, or using a 340 MB IBM
Microdrive. It is 4.3" wide x 2.5" high x 1.6" deep, and it weighs 7.4 ounces. In addition to tak-
ing still picture and converting it to JPEG format every 0.9 seconds, it can record a Quick
Time video clip at VGA Size (640 x 480). Using the IBM Microdrive, it can record up to 7.5
minutes at 15 frames per second with sound (10,000 images) or 50 minutes for 160 x 120
pixel video with sound. Without video, it can record up to 12 hours of 8-bit 8 KHz audio. The
Flash memory storage capacity is 5X to 40X shorter, so its video and audio capacity are also
5X to 40X smaller. One technological advantage is the use of a custom system on a chip to
reduce size and power, so the camera only needs two AA batteries to operate versus four in
other digital cameras.
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color LCD. When a photographer takes a picture, he first holds the shutter half-
way so that the microprocessor can take a light reading. The microprocessor then
keeps the shutter open to get the necessary light, which is captured by a charged-
couple device (CCD) as red, green, and blue pixels. For the camera in Figure
7.44, the CCD is a 1/2 inch, 1360 x 1024 pixel, progressive scan chip. The pixels
are scanned out row-by-row and then passed through routines for white balance,
color, and aliasing correction, and then stored in a 4-MB frame buffer. The next
step is to compress the image into a standard format, such as JPEG, and store it in
the removable Flash memory. The photographer picks the compression, in this
camera called either fine or normal, with a compression ratio of 10x to 20x. An 8
MB Flash memory can store at least 19 fine-quality compressed images or 31
normal-quality compressed images. The microprocessor then updates the LCD
display to show that there is room for one less picture.

Although the above paragraph covers the basics of a digital camera, there are
many more features that are included: showing the recorded images on the color
LCD display; sleep mode to save battery life; monitoring battery energy; buffer-
ing to allow recording a rapid sequence of uncompressed images; and, in this
camera, video recording using MPEG format and audio recording using WAV
format. 

The VPC-SX500 camera allows the photographer to use a 340 MB IBM Mi-
crodrive instead of CompactFlash memory. Figure 7.45 compares CompactFlash
and the IBM Microdrive.

Characteristics
Sandisk Type I
CompactFlash 
SDCFB-64-144

Sandisk Type II
CompactFlash
SDCF2B-300-530 

IBM 340 MB
Microdrive
DSCM-10340

Formatted data capacity (MB) 64 300 340

Bytes per sector 512 512 512

Data transfer rate in MB/second 4 (burst) 4 (burst) 2.6 to 4.2

Link speed to buffer in MB/second 6 6 13

Power standby/operating in Watts 0.15 / 0.66 0.15 / 0.66 0.07/ 0.83

Size: height x width x depth in inches 1.43 x 1.68 x 0.13 1.43 x 1.68 x 0.20 1.43 x 1.68 x 0.20

Weight in grams (454 grams/pound) 11.4 13.5 16

Write cycles before sector wear out 300,000 300,000 not applicable

Load/Unload cycles (on/off) not applicable not applicable 300,000

Nonrecoverable read errors per bits read <1 per 1014 <1 per 1014 < 1 per 1013

Shock tolerance: operating, not operating 2000 G, 2000 G 2000 G, 2000G 175 G, 1500G

Mean Time Between Failures (hours) >1,000,000 >1,000,000 (see caption)

Best Price (in August 2001) $41 $595 $165

FIGURE 7.45 Characteristics of three storage alternatives for digital cameras. IBM matches the Type II form factor in
the Microdrive, while the CompactFlash card uses that space to include many more Flash chips. IBM does not quote MTTF
for the 1.0-inch drives, but the service life is five years or 8800 powered on hours, whichever is first.
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The CompactFlash standard package was proposed by Sandisk Corporation in
1994 for the PCMCIA-ATA cards of portable PCs. Because it follows the ATA in-
terface, it simulates a disk interface including seek commands, logical tracks, and
so on. It includes a built-in controller to support many types of Flash memory and
to help with chip yield for Flash memories byte mapping out bad blocks.

The electronic brain of this camera is an embedded computer with several spe-
cial functions embedded on the chip (Okada [1999]). Figure 7.46 shows the block
diagram of a similar chip to the one in the camera. Such chips have been Systems
On a Chip (SOC), because they essentially integrate into a single chip all the
parts that were found on a small printed circuit board of the past. SOC generally
reduce size and lower power compared to less integrated solutions; Sanyo claims
SOC enables the camera to operate on half the number of batteries and to offer a
smaller form factor than competitors’ cameras. For higher performance, it has
two busses. The16-bit bus is for the many slower I/O devices: Smart Media inter-
face, program and data memory, DMA. The 32-bit bus is for the SDRAM, the
signal processor (which is connected to the CCD), the Motion JPEG encoder, and
the NTSC/PAL encoder (which is connected to the LCD). Unlike desktop micro-
processors, not the large variety of I/O buses that this chip must integrate. The
32-bit RISC MPU is a proprietary design and runs at 28.8 MHz, the same clock
rate as the busses. This 700 milliWatt chip contains 1.8M transistors in a 10.5 x
10.5 mm die implemented using a 0.35 micron process. 

FIGURE 7.46 The system on a chip (SOC) found in Sanyo digital cameras. This block diagram, found in Okada [1999],
is for the predecessor of the SOC in the camera in Figure 7.45. The successor SOC, called Super Advanced IC, uses three
buses instead of two, operates at 60 MHz, consumes 800 mW, and fits 3.1M transistors in a 10.2 x 10.2 mm using a 0.35
micron process. Note that this embedded system has twice as many transistors as the state-of-the-art, high performance
microprocessor in 1990! The SOC in the figure is limited to processing 1024 x 768 pixels, but its successor supports 1360
x 1024 pixels.
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Fallacy: The rated Mean Time To Failure of disks is 1,200,000 hours or almost
140 years, so disks practically never fail.

The current marketing practices of disk manufacturers can mislead users. How is
such a MTTF calculated? Early in the process manufacturers will put thousands
of disks in a room, run them for a few months, and count the number that fail.
They compute MTTF as the total number of hours that the disks were cumula-
tively up divided by the number that failed.

One problem is that this number far exceeds the lifetime of a disk, which is
commonly assumed to be five years or 43,800 hours. For this large MTTF to
make some sense, disk manufacturers argue that the model corresponds to a user
who buys a disk, and then keeps replacing the disk every five years--the planned
lifetime of the disk. The claim is that if many customers (and their great-grand-
children) did this for the next century, on average they would replace a disk 27
times before a failure, or about 140 years.

A more useful measure would be percentage of disks that fail. Assume 1000
disks with a 1,000,000-hour MTTF and the disks are used 24 hours a day. If you
replaced failed disks with a new one having the same reliability characteristics,
the number that would fail over 5 years (43,800 hours) is:

Stated alternatively, 4.4% would fail over the 5-year period. If they were powered
on less per day, then fewer would fail, provided the number of load/unload cycles
are not exceeded (see Figure 7.2 on page 490).

Fallacy: Components fail fast.

A good deal of the fault tolerant literature is based on the simplifying assumption
that a component operates perfectly until a latent error becomes effective, and
then a failure occurs which stops the component. 

The Tertiary Disk project had the opposite experience. Many components
started acting strangely long before they failed, and it was generally up to the sys-
tem operator to determine whether to declare a component as failed. The compo-
nent would generally be willing to continue to act in violation of the service
agreement (see section 7.4) until an operator “terminated” that component. 

Figure 7.47 shows the history of four drives that were terminated, and the
number of hours they started acting strangely before they were replaced.

7.14 Fallacies and Pitfalls

Failed disks
1000 drives 43800 hours/drive×

1000000 hours/failure------------------------------------------------------------------------------- 44==
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Fallacy: Computers systems achieve 99.999% availability (“Five 9’s), as ad-
vertised.

Marketing departments of companies making servers have started bragging about
the availability of their computer hardware; in terms of Figure 7.48, they claim
availability of 99.999%, nicknamed five nines. Even the marketing departments
of operating system companies have tried to give this impression.

Five minutes of unavailability per year is certainly impressive, but given the
failure data collected in surveys, it’s hard to believe. For example, Hewlett Pack-
ard claims with the HP-9000 server hardware and HP-UX operating system can
deliver 99.999% availability guarantee “in certain pre-defined, pre-tested custom-
er environments” (see Hewlett Packard [1998]). This guarantee does not include
failures due to operator faults, application faults, or environmental faults, which
are likely the dominant fault categories today. Nor does it include scheduled
down time. Its also unclear what is the financial penalty to a company if a system
does not match its guarantee. 

Microsoft has also promulgated a five 9’s marketing campaign. In January
2001, www.microsoft.com was unavailable for 22 hours. For its web site to
achieve 99.999% availability, it will require a clean slate for the next 250 years.

In contrast to marketing suggestions, well-managed servers in 2001 typically
achieve 99% to 99.9% availability.

Pitfall: Where a function is implemented affects its reliability.

In theory, it is fine to move the RAID function into software. In practice, it is very
difficult to make it work reliably. 

The software culture is generally based on eventual correctness via a series of
releases and patches. It is also difficult to isolate from other layers of software.
For example, proper software behavior is often based on having the proper ver-
sion and patch release of the operating system. Thus, many customers have lost
data due software bugs or incompatibilities in environment in software RAID
systems. 

Messages in system log for failed disk Number of 
log messages

Duration
(hours)

Hardware Failure (Peripheral device write fault [for] Field Replaceable Unit) 1763  186

Not Ready (Diagnostic failure: ASCQ = Component ID [of] Field Replaceable Unit) 1460 90

Recovered Error (Failure Prediction Threshold Exceeded [for] Field Replaceable Unit) 1313 5

Recovered Error (Failure Prediction Threshold Exceeded [for] Field Replaceable Unit) 431 17

FIGURE 7.47 Record in system log for 4 of the 368 disks in Tertiary Disk that were replaced over 18 months. See
Talagala [1999].These messages, matching the SCSI specification, were placed into the system log by device drivers. Mes-
sages started occurring as much as a week before one drive was replaced by the operator. The third and fourth message
indicates that the drive’s failure prediction mechanism’s detected and predicted imminent failure, yet it was still hours before
the drives were replaced by the operator. 
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Obviously, hardware systems are not immune to bugs, but the hardware cul-
tures tends to have greater emphasis on testing correctness in the initial release.
In addition, the hardware is more likely to be independent of the version of the
operating system.

Fallacy: Semiconductor memory will soon replace magnetic disks in desktop
and server computer systems.

When the first edition of this book was written, disks were growing in capacity
at 29% per year and DRAMs at 60% per year. One exercise even asked when
DRAMs would match the cost per bit of magnetic disks.

At about the same time, these same questions were being asked inside of disk
manufacturing companies such as IBM. Therefore, disk manufacturers pushed
the rate of technology improvement to match the rate of DRAMs––60% per
year––with magneto-resistive heads being the first advance to accelerate disk
technology. Figure 7.49 shows the relative areal density of DRAM to disk, with
the gap closing in the late 1980s and widening ever since. In 2001, the gap is
larger than it was in 1975. Instead of DRAMs wiping out disks, disks are wiping
out tapes!

Fallacy: Since head-disk assemblies of disks are the same technology indepen-
dent of the disk interface, the disk interface matters little in price.

As the high-tech portion of the disk are the heads, arms, platters, motors, and so
on, it stands to reason that the I/O interface should matter little in the price of a
disk. Perhaps you should pay $25 extra per drive for the more complicated SCSI
interface versus the PC IDE interface. Figure 7.50 shows this reason does not
stand.

There are two explanations for a factor of 2.5 difference in price per megabyte
between SCSI and IDE disks. First, the PC market is much more competitive
than the server market; PCs normally use IDE drives and servers normally use

Unavailability
(Minutes per year)

Availability
(in percent)

Availability Class 
(“number of nines”)

50,000 90% 1

5,000 99% 2

500 99.9% 3

50 99.99% 4

5 99.999% 5

0.5 99.9999% 6

0.05 99.99999% 7

FIGURE 7.48 Minutes unavailable per year to achieve availability class. (from Gray and
Siewiorek [1991].) Note that five nines means unavailable five minutes per year.



578 Chapter 7   Storage Systems

SCSI drives. Second, SCSI drives tend to be higher performance in rotation speed
and seek times. To try to account for the performance differences, the second ra-
tio line Figure 7.50 is limited to comparisons of disks with similar capacity and
performance but different interfaces, yet the ratio in 2000 was still about 2.0.

A third argument for the price difference is called the manufacturing learning
curve. The rational is that every doubling in manufacturing volume reduces costs
by a significant percentage. As about 10 times as many IDE/ATA drives are sold
per year as SCSI drives, if manufacturing costs dropped 20% for every doubling
in volume, the learning curve effect would explain a cost factor of 1.8.

Fallacy: The time of an average seek of a disk in a computer system is the time
for a seek of one-third the number of cylinders.

This fallacy comes from confusing the way manufacturers market disks with the
expected performance, and from the false assumption that seek times are linear in
distance. The one-third-distance rule of thumb comes from calculating the dis-
tance of a seek from one random location to another random location, not includ-
ing the current cylinder and assuming there are a large number of cylinders. In
the past, manufacturers listed the seek of this distance to offer a consistent basis

FIGURE 7.49 Areal density of DRAMs vs. Maximal areal density of magnetic disks in products, as a percentage,
over time. Source: New York Times, 2/23/98, page C3, “Makers of disk drives crowd even more data into even smaller spac-
es. Year 2000 data added to the N.Y. Times information.
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for comparison. (As mentioned on page 489, today they calculate the “average”
by timing all seeks and dividing by the number.) Assuming (incorrectly) that seek
time is linear in distance, and using the manufacturer’s reported minimum and
“average” seek times, a common technique to predict seek time is

Timeseek = Timeminimum +  

The fallacy concerning seek time is twofold. First, seek time is not linear with
distance; the arm must accelerate to overcome inertia, reach its maximum travel-
ing speed, decelerate as it reaches the requested position, and then wait to allow
the arm to stop vibrating (settle time). Moreover, sometimes the arm must pause
to control vibrations. For disks with more than 200 cylinders, Chen and Lee
[1995] modeled the seek distance as

FIGURE 7.50 Price per gigabyte of 3.5-inch disks between 1995 and 2000 for IDE/ATA and SCSI drives. The data
comes from the same sources as Figure 7.3 on page 493. The downward-heading lines plot price per gigabyte, and the up-
ward-heading lines plot ratio of SCSI price to IDE price. The first upward-line is simply the ratio of the average price per
gigabyte of SCSI versus IDE. The second such line is limited to comparisons of disks with the same capacity and the same
RPM; it is the geometric mean of the ratios of the prices of the similar disks for each month. Note that the ratio of SCSI prices
to IDE/ATA prices got larger over time, presumably because of the increasing volume of IDE versus SCSI drives and in-
creasing competition for IDE disk suppliers.
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where a, b, and c are selected for a particular disk so that this formula will match
the quoted times for Distance = 1, Distance = max, and Distance = 1/3 max. Fig-
ure 7.51 above plots this equation versus the fallacy equation. Unlike the first
equation, the square root of the distance reflects acceleration and deceleration. 

The second problem is that the average in the product specification would
only be true if there were no locality to disk activity. Fortunately, there is both
temporal and spatial locality (see page 377 in Chapter 5): disk blocks get used
more than once, and disk blocks near the current cylinder are more likely to be
used than those farther away. For example, Figure 7.52 shows sample measure-
ments of seek distances for two workloads: a UNIX timesharing workload and a
business-processing workload. Notice the high percentage of disk accesses to the
same cylinder, labeled distance 0 in the graphs, in both workloads.

Thus, this fallacy couldn’t be more misleading. (The Exercises debunk this
fallacy in more detail.)

FIGURE 7.51 Seek time versus seek distance for sophisticated model versus naive model. Chen and Lee [1995]
found the equations shown above for parameters a, b, and c worked well for several disks. 
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Storage is one of those technologies that we tend to take for granted. And yet, if 
we look at the true status of things today, storage is king. One can even argue that 
servers, which have become commodities, are now becoming peripheral to stor-
age devices. Driving that point home are some estimates from IBM, which expects 
storage sales to surpass server sales in the next two years.

Michael Vizard, Editor in Chief, Infoworld, August 11, 2001

As their value is becoming increasingly evident, storage systems have become
the target of innovation and investment. 

FIGURE 7.52 Sample measurements of seek distances for two systems. The measurements on the left were taken
on a UNIX timesharing system. The measurements on the right were taken from a business-processing application in which
the disk seek activity was scheduled to improve throughput. Seek distance of 0 means the access was made to the same
cylinder. The rest of the numbers show the collective percentage for distances between numbers on the y axis. For example,
11% for the bar labeled 16 in the business graph means that the percentage of seeks between 1 and 16 cylinders was 11%.
The UNIX measurements stopped at 200 of the 1000 cylinders, but this captured 85% of the accesses. The business mea-
surements tracked all 816 cylinders of the disks. The only seek distances with 1% or greater of the seeks that are not in the
graph are 224 with 4% and 304, 336, 512, and 624 each having 1%. This total is 94%, with the difference being small but
nonzero distances in other categories. Measurements courtesy of Dave Anderson of Seagate.
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The challenge for storage systems today is dependability and maintainability.
Not only do users want to be sure their data is never lost (reliability), applications
today increasingly demand that the data is always available to access (availabili-
ty). Despite improvements in hardware and software reliability and fault-toler-
ance, the awkwardness of maintaining such systems is a problem both for cost
and for availability. Challenges in storage dependability and maintainability to-
day dominate the challenges in performance.

Disk capacity is now the fastest improving computer technology, doubling ev-
ery year. Hence, despite the challenges of dependability and maintainability, new
storage applications arrive, such as digital cameras and digital libraries. 

Today we are just a few keystrokes away from much of humankind’s knowl-
edge. Just this application has changed your life: How often do you search the
world wide web versus go to the library?

Getting those requests to digital repositories and getting the answer back is the
challenge of networks, the topic of the next chapter. In addition to explaining the
Internet, the next chapter also gives the anatomy of a WWW search engine,
showing how a network of thousands of desktop computers can provide a valu-
able and reliable service.

Mass storage is a term used there to imply a unit capacity in excess of one million 
alphanumeric characters…

Hoagland [1963]

The variety of storage I/O and issues leads to a varied history for the rest of the
story. (Smotherman [1989] explores the history of I/O in more depth.) This sec-
tion discusses magnetic storage, RAID, and I/O buses and controllers. Jain
[1991] and Lazowska et al [1984] offer books for those interested in learning
more about queuing theory.

Magnetic Storage

Magnetic recording was invented to record sound, and by 1941, magnetic tape
was able to compete with other storage devices. It was the success of the ENIAC
in 1947 that led to the push to use tapes to record digital information. Reels of
magnetic tapes dominated removable storage through the 1970s. In the 1980s, the
IBM 3480 cartridge became the de facto standard, at least for mainframes. It can
transfer at 3 MB/sec by reading 18 tracks in parallel. The capacity is just 200 MB
for this 1/2-inch tape. The 9840 cartridge, used by StorageTek in the Powderhorn,
transfers at 10 MB/sec and stores 20,000 MB. This device records the tracks in a
zigzag fashion rather than just longitudinally, so that the head reverses direction

7.16 Historical Perspective and References
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to follow the track. This technique is called serpentine recording. Another 1/2-
inch tape is Digital Linear Tape, with DLT7000 storing 35,000 MB and transfer-
ring at 5 MB/sec. Its competitor is helical scan, which rotates the head to get the
increased recording density. In 2001, the 8-mm helical-scan tapes contain 20000
MB and transfer at about 3 MB/second. Whatever their density and cost, the seri-
al nature of tapes creates an appetite for storage devices with random access.

In 1953, Reynold B. Johnson of IBM picked a staff of 15 scientists with the
goal of building a radically faster random access storage system than tape. The
goal was to have the storage equivalent of 50,000 standard IBM punch cards and
to fetch the data in a single second. Johnson’s disk drive design was simple but
untried: the magnetic read/write sensors would have to float a few thousandths of
an inch above the continuously rotating disk. Twenty-four months later the team
emerged with the functional prototype. It weighed one ton, and occupied about
300 cubic feet of space. The RAMAC-350 (Random Access Method of Account-
ing Control) used 50 platters that were 24 inches in diameter, rotated at 1200
RPM, with a total capacity of 5 MB and an access time of 1 second. 

Starting with the RAMAC, IBM maintained its leadership in the disk industry,
with its storage headquarters in San Jose, California where Johnson’s team did its
work. Many of the future leaders of competing disk manufacturers started their
careers at IBM, and many disk companies are located near San Jose.

Although RAMAC contained the first disk, a major breakthrough in magnetic
recording was found in later disks with air-bearing read-write heads, where the
head would ride on a cushion of air created by the fast-moving disk surface. This
cushion meant the head could both follow imperfections in the surface and yet be
very close to the surface. Subsequent advances have come largely from improved
quality of components and higher precision. In 2001, heads fly 2 to 3 microinches
above the surface, whereas in the RAMAC drive was 1000 microinches away.

Moving-head disks quickly became the dominant high-speed magnetic storage,
though their high cost meant that magnetic tape continued to be used extensively
until the 1970s. The next important development for hard disks was the removable
hard disk drive developed by IBM in 1962; this made it possible to share the ex-
pensive drive electronics and helped disks overtake tapes as the preferred storage
medium. The IBM 1311 disk in 1962 had an areal density of 50,000 bits per
square inch and a cost of about $800 per megabyte.

IBM also invented the floppy disk drive in 1970, originally to hold microcode
for the IBM 370 series. Floppy disks became popular with the PC about 10 years
later.

The second major disk breakthrough was the so-called Winchester disk design
in about 1973. Winchester disks benefited from two related properties. First, inte-
grated circuits lowered the costs of not only CPUs, but also of disk controllers and
the electronics to control disk arms. Reductions in the cost of the disk electronics
made it unnecessary to share the electronics, and thus made nonremovable disks
economical. Since the disk was fixed and could be in a sealed enclosure, both the
environmental and control problems were greatly reduced. Sealing the system al-
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lowed the heads to fly closer to the surface, which in turn enables increases in ar-
eal density. The first sealed disk that IBM shipped had two spindles, each with a
30-MB disk; the moniker “30-30” for the disk led to the name Winchester. (Amer-
ica’s most popular sporting rifle, the Winchester 94 was nicknamed the “30-30”
after the caliber of its cartridge.) Winchester disks grew rapidly in popularity in
the 1980s, completely replacing removable disks by the middle of that decade. Be-
fore this time, the cost of the electronics to control the disk meant that the media
had to be removable. 

In 2001, IBM sold disks with 25 billion bits per square inch at a price of about
$0.01 per megabyte. (See Hospodor and Hoagland [1993] for more on magnetic
storage trends.) The disk industry today is responsible for 90% of the mass storage
market.

As mentioned in the section 7.14, as DRAMs started to close the areal density
gap and appeared to be catching up with disk storage, internal meetings at IBM
called into question the future of disk drives. Disk designers concluded that disks
must improve at 60% per year to forestall the DRAM threat, in contrast to the
historical 29% per year. The essential enabler was magneto-resistive heads, with
giant magneto-resistive heads enabling the current densities.

Because of this competition, the gap in time between when a density record is
achieved in the lab and when a disk is shipped with that density has closed con-
siderably. In 2001, the lab record is 60 Gbits/square inch, but drives are shipping
with a third of that density. It is also unclear to disk engineers whether evolution-
ary change will achieve 1000 Gbits/square inch. 

The personal computer created a market for small form-factor disk drives,
since the 14-inch disk drives used in mainframes were bigger than the PC. In
2001, the 3.5-inch drive is the market leader, although the smaller 2.5-inch drive
needed for laptop computers is significant in sales volume. Personal video re-
corders–which record television on disk instead of tape–may become a signifi-
cant consumer of disk drives. Existing form factors and speed are sufficient, with
the focus on low noise and high capacity for PVRs. Hence, a market for large,
slow, quiet disks may develop. It remains to be seen whether hand-held devices
or video cameras, requiring even smaller disks, will become as significant in
sales volume as PCs or laptops. For example, 1.8-inch drives were developed in
the early 1990s for palmtop computers, but that market chose Flash instead, and
hence 1.8-inch drives disappeared.

RAID

The small form factor hard disks for PCs in the 1980s led a group at Berkeley to
propose Redundant Arrays of Inexpensive Disks, or RAID. This group had
worked on the Reduced Instruction Set Computers effort, and so expected much
faster CPUs to become available. Their questions were what could be done with
the small disks that accompanied their PCs, and what could be done in the area of
I/O to keep up with much faster processors. They argued to replace one main-
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frame drive with 50 small drives, as you could get much greater performance
with that many independent arms. The many small drives even offered savings in
power consumption and floor space.

The downside of many disks was much lower MTTF. Hence, on their own
they reasoned out the advantages of redundant disks and rotating parity to ad-
dresses how to get greater performance with many small drives yet have reliabili-
ty as high as that of a single mainframe disk.

The problem they experienced when explaining their ideas was that some re-
searchers had heard of disk arrays with some form of redundancy, and they didn’t
understand the Berkeley proposal. Hence, the first RAID paper (Patterson, Gib-
son, Katz [1987]) is not only a case for arrays of small form factor disk drives,
but something of a tutorial and classification of existing work on disk arrays. Mir-
roring (RAID 1) had long been used in fault tolerant computers such as those
sold by Tandem; Thinking Machines had a arrays with 32 data disks and 7 check
disks using ECC for correction (RAID 2) in 1987, and Honeywell Bull had a
RAID 2 product even earlier; and disk arrays with a single parity disk had been
used in scientific computers in the same time frame (RAID 3). Their paper then
described single parity disk with support for sector accesses (RAID 4) and rotat-
ed parity (RAID 5). Chen et al. [1994] survey the original RAID ideas, commer-
cial products, and more recent developments. 

Unknown to the Berkeley group, engineers at IBM working on the AS/400
computer also came up with rotated parity to give greater reliability for a collec-
tion of large disks. IBM filed a patent on RAID 5 before the Berkeley group
wrote their paper. Patents for RAID 1, RAID 2, RAID 3 from several companies
predate the IBM RAID 5 patent, which has led to plenty of courtroom action.

The Berkeley paper written was before the World Wide Web, but it captured
the imagination of many engineers, as copies were faxed around the world. One
engineer at what is now Seagate received seven copies of the paper from friends
and customers.

EMC had been a supplier of DRAM boards for IBM computers, but around
1988 new policies from IBM made it nearly impossible for EMC to continue to
sell IBM memory boards. Apparently, the Berkeley paper also crossed the desks
of EMC executives, and so they decided to go after the market dominated by
IBM disk storage products instead. As the paper advocated, their model was to
use many small drives to compete with mainframe drives, and EMC announced a
RAID product in 1990. It relied on mirroring (RAID 1) for reliability; RAID-5
products came much later for EMC. Over the next year, Micropolis offered a
RAID-3 product, Compaq offered a RAID-4 product, and Data General, IBM,
and NCR offered RAID-5 products. 

The RAID ideas soon spread to the rest of workstation and server industry. An
article explaining RAID in Byte magazine (see Anderson 1990) lead to RAID
products being offered on desktop PCs, which was something of a surprise to the
Berkeley group. They had focused on performance with good availability, but
higher availability was attractive to the PC market.
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Another surprise was the cost of the disk arrays. With redundant power sup-
plies and fans, the ability to “hot swap” a disk drive, the RAID hardware control-
ler itself, the redundant disks, and so on, the first disk arrays cost many times the
cost of the disks. Perhaps as a result, the Inexpensive in RAID morphed into In-
dependent. Many marketing departments and technical writers today know of
RAID only as Redundant Arrays of Independent Disks.

The EMC transformation was successful; in 2000 EMC was the leading sup-
plier of storage systems. RAID was a $27B industry in 2000, and more than 80%
of the nonPC drives sales were found in RAIDs.

In recognition of their role, in 1999 Garth Gibson, Randy Katz, and David
Patterson received the IEEE Reynold B. Johnson Information Storage Award “for
the development of Redundant Arrays of Inexpensive Disks (RAID).”

I/O Buses and Controllers

The ubiquitous microprocessor has inspired not only the personal computers of
the 1970s, but also the trend in the late 1980s and 1990s of moving controller
functions into I/O devices. I/O devices continued this trend by moving controllers
into the devices themselves. These devices are called intelligent devices, and
some bus standards (e.g., SCSI) have been created specifically for them. Intelli-
gent devices can relax the timing constraints by handling many low-level tasks
themselves and queuing the results. For example, many SCSI-compatible disk
drives include a track buffer on the disk itself, supporting read ahead and con-
nect/disconnect. Thus, on a SCSI string some disks can be seeking and others
loading their track buffer while one is transferring data from its buffer over the
SCSI bus. The controller in the original RAMAC, built from vacuum tubes, only
needed to move the head over the desired track, wait for the data to pass under the
head, and transfer data with calculated parity.

 SCSI, which stands for small computer systems interface, is an example of
one company inventing a bus and generously encouraging other companies to
build devices that would plug into it. Shugart created this bus, originally called
SASI. It was later standardized by the IEEE. 

There have been several candidates to be the successor to SCSI, with the cur-
rent leading contender being Fibre Channel Arbitrated Loop (FC-AL). The SCSI
committee continues to increase the clock rate of the bus, giving this standard a
new life, and SCSI is lasting much longer than some of its proposed successors.

Perhaps the first multivendor bus was the PDP-11 Unibus in 1970 from DEC.
Alas, this open-door policy on buses is in contrast to companies with proprietary
buses using patented interfaces, thereby preventing competition from plug-com-
patible vendors. Making a bus proprietary also raises costs and lowers the num-
ber of available of I/O devices that plug into proprietary buses, since such devices
must have an interface designed just for that bus. The PCI bus pushed by Intel
represented a return to open, standard I/O buses inside computers. Its immediate
successor is PCI-X, with Infiniband under development in 2000, with both stan-
dardized by multi-company trade associations.
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The machines of the RAMAC era gave us I/O interrupts as well as storage de-
vices. The first machine to extend interrupts from detecting arithmetic abnormali-
ties to detecting asynchronous I/O events is credited as the NBS DYSEAC in
1954 [Leiner and Alexander 1954]. The following year, the first machine with
DMA was operational, the IBM SAGE. Just as today’s DMA has, the SAGE had
address counters that performed block transfers in parallel with CPU operations. 

The early IBM 360s pioneered many of the ideas that we use in I/O systems
today. The 360 was the first commercial machine to make heavy use of DMA,
and it introduced the notion of I/O programs that could be interpreted by the de-
vice. Chaining of I/O programs was an important feature. The concept of chan-
nels introduced in the 360 corresponds to the I/O bus of today.

Myer and Sutherland [1968] wrote a classic paper on the trade-off of com-
plexity and performance in I/O controllers. Borrowing the religious concept of
the “Wheel of Reincarnation,” they eventually noticed they were caught in a loop
of continuously increasing the power of an I/O processor until it needed its own
simpler coprocessor. The quote on page 508 captures their cautionary tale.

The IBM mainframe I/O channels, with their I/O processors, can be thought of
as an inspiration for Infiniband, with their processors on their Host Channel
Adaptor cards. How Infiniband will compete with FC-AL as an I/O interconnect
will be interesting to watch. Infiniband is one of the Storage Area Networks dis-
cussed in the next chapter.
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E X E R C I S E S

n One of my students, Nisha Talagala, finished her PhD and as a self-indentifying
benchmark to automatically classify disks. I think this would be a GREAT ex-
ercise, similar to Exercises 5.2-5.3 in the cache chapter. The idea is that stu-
dents could run it and learn about there own disks. They don’t need to modify
data, but they may need to be super user on their PC/workstation. Interest
project might be to port it to NT or windows. Like the cache example, there
could be slides analyzing a figure in the exercises as well as running the pro-
gram on their own disks. See http://www.cs.berkeley.edu/~nisha/bench.html.
Perhaps not one of the first exercises, but should be included later. There is re-
lated work by Schindler and Ganger in Sigmetrics 2000.

n The analysis of our I/O system design performance did not include queuing
theory for the full array, just one disk. Do the same analysis for close to 100%
utilization using M/M/m queue. Then do it for the same analysis when the sys-
tem follows the rules of thumb.

The new sections on reliability calculations and RAID examples suggests a new
set of exercises. Here are a few:

n A simple example is calculating performance and cost performance of the fifth
example when the workload is not 100% reads. Examples include 100% writes,
and what is the highest percentage of writes that keeps cost-performance is
within, say, 1.2 times that of the nonredundant solution in example four?

n One issue that was ignored by the example is the performance of the RAID sys-
tem when a drive has failed. Assume that the non faulting workload would keep
the system 50% utilized. First assume 100% reads. What is the % of the non-
faulting performance available assuming a single disk has failed? What is it if
an enclosure fails? Another exercise can redo the example assuming 80% reads
and 20% writes.

n One way to improve reliability is to reduce MTTR. If we must wait for a human
to notice the failure, then its hard to make much an improvement. Having stand-
by spares in place can significantly reduce MTTR. Redo the calculations as-
suming that you have a spare enclosure of disks that can be put to work on a
failiure.How long does it take to recover on a failure with a standby spare? How
does this affect MTDL? How does it affect cost per I/O? How does parity group
size affect MTTR?

n Redo the example with RAID, this time adding 1 redundant power supply and
1 redundant fan per enclosure. How much does this improve the MTTF of the
enclosure? How much does it improve MTDL of the RAID?

n The example assumed the RPM, seek time, MTTF, bandwidth, and cost per GB
was the same for the large disk drive and the small disk drive. Go to a web site
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and find the best cost-performance 3.5 inch drive and the best cost-performance
2.5 inch drive. Assume in a single enclosure you can pack 8 3.5 inch “half
height” drives (1.7 inches high), 12 3.5 inch “low profile” (1.0 inches high), or
36 2.5 inch drives. Assume that all have a SCSI interface so that you can con-
nect up to 15 drives on a string. Design the RAID organization and calculate
the cost-performance and reliability as in the example on page 563. Use param-
eters from that example if you cannot find more recent information form web
sites.

n Good idea to talk about the reliability terminology: maybe some examples, and
ask what they are: fault, error, failure? When would things fail?

n A discussion topic is the so called “superparamagnetic limit” of disks. What are
the issues, do people believe its a real limit, what would be the impact if it
were? see http://www.research.ibm.com/journal/rd/443/thompson.html.

n Another discussion topic is what services people rely on magnetic tapes: back-
up, media distribution, ... . How would systems have (or user’s expectations)
have to change to do backup without tapes? To build systems that didn’t need
backup?

n Another discussion is the technology direction of disks: what is happening to
the relative rates of seek time, transfer rate, RPM, and capacity. Perhaps can in-
clude disks for 1st and 2nd edition of book to give historical perspective. Based
on these disks, calculate the trends. Be sure to include time it takes to read a
full disk sequentially over the years, and the time it takes to do random 32KB
seeks over years. What are the impacts of these trends? What opportunities will
arise? What problems of these trends for systems designers?

n This one would be a research topic exercises. A more sophisticated analysis of
RAID failures relies on Markov models of faults; see Gibson [1992]. Learn
about Markov models and redo the simplified failure analysis of the disk array.

7.1 [10] <7.14> Using the formulas in the fallacy starting on page 578, including the cap-
tion of Figure 7.51 (page 580), calculate the seek time for moving the arm over one-third
of the cylinders of the disk in Figure 7.2 (page 490).

7.2 [25] <7.14> Using the formulas in the fallacy starting on page 578, including the cap-
tion of Figure 7.51 (page 580), write a short program to calculate the “average” seek time
by estimating the time for all possible seeks using these formulas and then dividing by the
number of seeks. How close is the answer to Exercise 7.1 to this answer?

7.3 [20] <7.14> Using the formulas in the fallacy starting on page 578, including the cap-
tion of Figure 7.51 (page 580) and the statistics in Figure 7.52 (page 581), calculate the av-
erage seek distance on the disk in Figure 7.2 (page 490). Use the midpoint of a range as the
seek distance. For example, use 98 as the seek distance for the entry representing 91–105
in Figure 7.52. For the business workload, just ignore the missing 5% of the seeks. For the
UNIX workload, assume the missing 15% of the seeks have an average distance of 300
cylinders. If you were misled by the fallacy, you might calculate the average distance as
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884/3. What is the measured distance for each workload?

7.4 [20] <7.14> Figure 7.2 (page 490) gives the manufacturer’s average seek time. Using
the formulas in the fallacy starting on page 578, including the equations in Figure 7.51
(page 580), and the statistics in Figure 7.52 (page 581), what is the average seek time for
each workload on the disk in Figure 7.2 using the measurements? Make the same assump-
tions as in Exercise 7.3.

n The following example needs to be updated: faster computer, bigger disks,
cheaper per MB disks

7.5 [20/15/15/15/15/15] <7.7> The I/O bus and memory system of a computer are capable
of sustaining 1000 MB/sec without interfering with the performance of an 800-MIPS CPU
(costing $50,000). Here are the assumptions about the software:

n Each transaction requires 2 disk reads plus 2 disk writes.

n The operating system uses 15,000 instructions for each disk read or write.

n The database software executes 40,000 instructions to process a transaction.

n The transfer size is 100 bytes.

You have a choice of two different types of disks:

n A small disk that stores 500 MB and costs $100.

n A big disk that stores 1250 MB and costs $250.

Either disk in the system can support on average 30 disk reads or writes per second.

Answer parts (a)–(f) using the TPS benchmark in section 7.7. Assume that the requests are
spread evenly to all the disks, that there is no waiting time due to busy disks, and that the
account file must be large enough to handle 1000 TPS according to the benchmark ground
rules.

a. [20] <7.7> How many TPS transactions per second are possible with each disk orga-
nization, assuming that each uses the minimum number of disks to hold the account
file?

b. [15] <7.7> What is the system cost per transaction per second of each alternative for
TPS?

c. [15] <7.7> How fast does a CPU need to be to make the 1000 MB/sec I/O bus a bot-
tleneck for TPS? (Assume that you can continue to add disks.)

d. [15] <7.7> As manager of MTP (Mega TP), you are deciding whether to spend your
development money building a faster CPU or improving the performance of the soft-
ware. The database group says they can reduce a transaction to 1 disk read and 1 disk
write and cut the database instructions per transaction to 30,000. The hardware group
can build a faster CPU that sells for the same amount as the slower CPU with the same
development budget. (Assume you can add as many disks as needed to get higher per-
formance.) How much faster does the CPU have to be to match the performance gain
of the software improvement?
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e. [15] <7.7> The MTP I/O group was listening at the door during the software presen-
tation. They argue that advancing technology will allow CPUs to get faster without
significant investment, but that the cost of the system will be dominated by disks if
they don’t develop new small, faster disks. Assume the next CPU is 100% faster at the
same cost and that the new disks have the same capacity as the old ones. Given the
new CPU and the old software, what will be the cost of a system with enough old small
disks so that they do not limit the TPS of the system?

f. [15] <7.7> Start with the same assumptions as in part (e). Now assume that you have
as many new disks as you had old small disks in the original design. How fast must
the new disks be (I/Os per second) to achieve the same TPS rate with the new CPU as
the system in part (e)? What will the system cost?

n Next one needs to be updated to newer disk parameters

7.6 [20] <7.7> Assume that we have the following two magnetic-disk configurations: a sin-
gle disk and an array of four disks. Each disk has 20 surfaces, 885 tracks per surface, and
16 sectors/track. Each sector holds 1K bytes, and it revolves at 7200 RPM. Use the seek-
time formula in the fallacy starting on page 578, including the equations in Figure 7.51
(page 580). The time to switch between surfaces is the same as to move the arm one track.
In the disk array all the spindles are synchronized—sector 0 in every disk rotates under the
head at the exact same time—and the arms on all four disks are always over the same track.
The data is “striped” across all four disks, so four consecutive sectors on a single-disk sys-
tem will be spread one sector per disk in the array. The delay of the disk controller is 2 ms
per transaction, either for a single disk or for the array. Assume the performance of the I/O
system is limited only by the disks and that there is a path to each disk in the array. Calculate
the performance in both I/Os per second and megabytes per second of these two disk orga-
nizations, assuming the request pattern is random reads of 4 KB of sequential sectors.
Assume the 4 KB are aligned under the same arm on each disk in the array.

7.7 [20]<7.7> Start with the same assumptions as in Exercise 7.5 (e). Now calculate the
performance in both I/Os per second and megabytes per second of these two disk organiza-
tions assuming the request pattern is reads of 4 KB of sequential sectors where the average
seek distance is 10 tracks. Assume the 4 KB are aligned under the same arm on each disk
in the array.

7.8 [20] <7.7> Start with the same assumptions as in Exercise 7.5 (e). Now calculate the
performance in both I/Os per second and megabytes per second of these two disk organiza-
tions assuming the request pattern is random reads of 1 MB of sequential sectors. (If it mat-
ters, assume the disk controller allows the sectors to arrive in any order.)

7.9 [20] <7.2> Assume that we have one disk defined as in Exercise 7.5 (e). Assume that
we read the next sector after any read and that all read requests are one sector in length. We
store the extra sectors that were read ahead in a disk cache. Assume that the probability of
receiving a request for the sector we read ahead at some time in the future (before it must
be discarded because the disk-cache buffer fills) is 0.1. Assume that we must still pay the
controller overhead on a disk-cache read hit, and the transfer time for the disk cache is 250
ns per word. Is the read-ahead strategy faster? (Hint: Solve the problem in the steady state
by assuming that the disk cache contains the appropriate information and a request has just
missed.) 
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n I’d try updating this, possibly using a second level cache

7.10 [20/10/20/20] <7.7–7.10> Assume the following information about a MIPS machine:

n Loads 2 cycles.

n Stores 2 cycles.

n All other instructions are 1 cycle. 

Use the summary instruction mix information on MIPS for gcc from Chapter 2.

Here are the cache statistics for a write-through cache:

n Each cache block is four words, and the whole block is read on any miss.

n Cache miss takes 23 cycles.

n Write through takes 16 cycles to complete, and there is no write buffer. 

Here are the cache statistics for a write-back cache:

n Each cache block is four words, and the whole block is read on any miss.

n Cache miss takes 23 cycles for a clean block and 31 cycles for a dirty block.

n Assume that on a miss, 30% of the time the block is dirty.

Assume that the bus

n Is only busy during transfers

n Transfers on average 1 word / clock cycle

n Must read or write a single word at a time (it is not faster to access two at once)

a. [20] <7.7–7.10> Assume that DMA I/O can take place simultaneously with CPU
cache hits. Also assume that the operating system can guarantee that there will be no
stale-data problem in the cache due to I/O. The sector size is 1 KB. Assume the cache
miss rate is 5%. On the average, what percentage of the bus is used for each cache
write policy? (This measured is called the traffic ratio in cache studies.)

b. [10] <7.7–7.10> Start with the same assumptions as in part (a). If the bus can be loaded
up to 80% of capacity without suffering severe performance penalties, how much
memory bandwidth is available for I/O for each cache write policy? The cache miss
rate is still 5%.

c. [20] <7.7–7.10> Start with the same assumptions as in part (a). Assume that a disk sec-
tor read takes 1000 clock cycles to initiate a read, 100,000 clock cycles to find the data
on the disk, and 1000 clock cycles for the DMA to transfer the data to memory. How
many disk reads can occur per million instructions executed for each write policy?
How does this change if the cache miss rate is cut in half?

d. [20] <7.7–7.10> Start with the same assumptions as in part (c). Now you can have any
number of disks. Assuming ideal scheduling of disk accesses, what is the maximum
number of sector reads that can occur per million instructions executed?

7.11 [50] < 7.7> Take your favorite computer and write a program that achieves maximum
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bandwidth to and from disks. What is the percentage of the bandwidth that you achieve
compared with what the I/O device manufacturer claims?

7.12 [20] <7.2,7.4> Search the World Wide Web to find descriptions of recent magnetic
disks of different diameters. Be sure to include at least the information in Figure 7.2 on
page 490.

7.13 [20] <7.14> Using data collected in Exercise 7.12, plot the two projections of seek
time as used in Figure 7.51 (page 580). What seek distance has the largest percentage of
difference between these two predictions? If you have the real seek distance data from Ex-
ercise 7.12, add that data to the plot and see on average how close each projection is to the
real seek times.

n Multiply both targets by factors of at least 10X

7.14 [15] <7.2,7.4> Using the answer to Exercise 7.13, which disk would be a good build-
ing block to build a 100-GB storage subsystem using mirroring (RAID 1)? Why?

7.15 [15] <7.2,7.4> Using the answer to Exercise 7.13, which disk would be a good build-
ing block to build a 1000-GB storage subsystem using distributed parity (RAID 5)? Why?

n We need some queueing questions, but we need to be careful that they match
the limited amount of queuing theory that they know; we had to drop stuff since
I had some of it wrong. These next two figures point to the wrong example;
may work with simple one there, which just calculates for a single disk.

7.16 [15] <7.7> Starting with the Example on page 538, calculate the average length of the
queue and the average length of the system.

7.17 [15] <7.7> Redo the Example that starts on page 538, but this time assume the distri-
bution of disk service times has a squared coefficient of variance of 2.0 (C = 2.0), versus
1.0 in the Example. How does this change affect the answers?

7.18 [20] <7.11> The I/O utilization rules of thumb on page 559 are just guidelines and are
subject to debate. Redo the Example starting on page 560, but increase the limit of SCSI
utilization to 50%, 60%, ..., until it is never the bottleneck. How does this change affect the
answers? What is the new bottleneck? (Hint: Use a spreadsheet program to find answers.)

n Do next one for STC Powderhorn in Figure 7.6 on page 498 

7.19 [15]<7.2> Tape libraries were invented as archival storage, and hence have relatively
few readers per tape. Calculate how long it would take to read all the data for a system with
6000 tapes, 10 readers that read at 9 MB/sec, and 30 seconds per tape to put the old tape
away and load a new tape.

n Replace Byte with PC Magazine, and record both January and July. Mention
which figures: Figure 7.5 on page 495 and Figure 7.4 on page 494

7.20 [25]<7.2>Extend the figures, showing price per system and price per megabyte of
disks by collecting data from advertisements in the January issues of Byte magazine after
1995. How fast are prices changing now


